
Hierarchical Representations 
for Mining Earth Observation Data

Prof.	Sébastien	Lefèvre	(+	colleagues)
Université	Bretagne	Sud	/	IRISA

sebastien.lefevre@irisa.fr

IIM	2015,	Bucharest
Oct	29,	2015



2

• UBS	/	IRISA	/	OBELIX
• Mining	EO	Data
• Hierarchical	representations
• Contributions

• Trees	from	complex	data
• Constructing	trees
• Segmentation
• Image	classification
• Feature	extraction	and	description
• Image	retrieval
• Structured	learning

• Conclusion

Outline



UBS / IRISA / OBELIX
(My Research Environment)



4

• Officially	created	in	1995	in	Vannes &	Lorient
(but	faculties	established	in	70s)

• 9000+	students
250+	research	(ass.	or	full)	professors
150+	lecturers

• Ranked	4th for	professional	insertion
• Ranked	8th for	success	rate
• BSc,	BTech,	MSc,	PhD	in	Computer	Science	/	IT
www.univ-ubs.fr
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• Institute	for	Research	in	Computer	Science	and	
Random	Systems

• Officially	created	in	1975	in	Rennes	(established	in	
1970)

• Among	the	largest	IT	research	institutes	in	France	
(750+	members)

• Jointly	supported	by
2	universities:	UBS,	U.	Rennes
4	high	schools:	INSA,	ENS,	Telecom,	Supelec
2	research	organizations:	CNRS,	INRIA

www.irisa.fr
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• Environment	Observation	through	Complex	Imagery

• 15-20	researchers
8	Faculty	members
8	PhD
2	Postdocs

• Research	topics
Analysis	and	processing	of	images	(and	videos,	time	series)
Data	mining	and	machine	learning
Modelling	&	Simulation,	coupling	data/models,	data	assimilation
Visual	analytics,	decision	making
Remote	Sensing	of	the	Environment	

(but	with	a	Computer	Vision	/	Multimedia	background)

www.irisa.fr/obelix

OBELIX
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International	collaborations

National	projects
ANR	ASTERIX
CNES	VEGIDAR
Labex CominLabs SENSE
PPI	Littoralg

Publications
20+	journal	papers,	35+	conference papers since 2012

1

Équipe OBELIX
OBsErvation de L'environnement par Imagerie compleXe

D5 (Signaux et images numériques, robotique) - Axe transversal Environnement Ecologie

1 PR, 1 HDR, 4 MCF (+ 1 DR, 1 MCF associés) / 2 Postdocs, 7 Doct, 1 Chercheur associé

• Analyse et traitement d’image

• Apprentissage automatique et fouille de données

• Modélisation / simulation, couplage données / modèles

• Calcul intensif, Big Data

• Analyse visuelle de l’information

• Application à la télédétection de l'environnement

ANR ASTERIX, CNES VEGIDAR, Labex SENSE, PPI Littoralg, WIPSEA. Pilotage de soumissions : 2 ANR, 1 H2020
Evénements 2016 : StatLearn, GEOBIA. Publications : 21 revues + 33 conférences depuis 2012.

Brocéliande, 2013 Ile d'Arz, 2015

3.2 Ground-level Image to Aerial View Registration

The next step aims to detect the area occupied by the top-down
view in the aerial image. It is considered as a fine localization
problem that can be formulated as matching image descriptors of
the warped ground level image T with descriptors computed over
the aerial map A. The proposed solution (see Fig. 4) is inspired
from the work from Augereau et al. (2013). Various image de-
scriptors are available to perform this matching. A recent study
Viswanathan et al. (2014) comparing the performance of SIFT,
SURF, FREAK, and PHOW in matching ground images onto a
satellite map has shown that SIFT obtains the overall best perfor-
mance, even with increasing complexity of the satellite map. We
thus rely here on the SIFT descriptor Lowe (2004) in the match-
ing process.

First, SIFT keypoints are detected and relative descriptors (fea-
ture vectors) are extracted for both aerial map A and top-down
view T . Then, the similarity between the ground sample T de-
scriptor vectors and each descriptor from A is computed. Each
match is considered as correct or incorrect based on the Euclidean
distance. To select the best match among candidate ones, we
adopt the common approach relying on k-NN (nearest neighbor)
classifier. Its complexity is however quadratic as a function of
the number of keypoints. Using kd-tree for vector comparison
improves search time in low dimensions. Using multiple ran-
domized kd-trees has the advantage of speeding up k-NN search.
FLANN Muja and Lowe (2009) provides an implementation of
this algorithm where multiple trees are built in 5 random dimen-
sions. Hence, FLANN library was used to achieve the process of
keypoints matching.

In order to find the geometric transformation between matched
keypoints, homography matrix H is computed Agarwal et al.
(2005). At this level, RANSAC algorithm Fischler and Bolles
(1981) is used in order to discard outliers. In fact, the aim of geo-
metric transformation estimation step is to split the set of matches
between good matchings (inliers) and mismatches (outliers) by
using RANSAC algorithm. In order to estimate the 9-parameter
transformation matrix H between key points of T denoted P2 and
their correspondences in H denoted P2, the most representative
transformation among all matches is sought. The matrix H has
the following shape:

P2 = HP1 (1)
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where locations of P1 and P2 are represented by homogeneous
coordinates.

Finally, if at least t inliers are validated, T is considered to be
situated in the aerial image A. We chose here t = 4, which is
the minimum number of points necessary for homography com-
puting. An illustration of this process is given in Fig. 5. We can
observe that the technique is robust to a certain level of changes
between the content visible in T and A.

3.3 Ground-level Image and Aerial View Comparison

Several change indices have already been proposed for estimating
the change of appearance at two identical locations, from simple
image difference or ratio to more elaborated statistics such as the
Generalized-Likelihood Ratio Test (GLRT) Shirvany et al. (2010)
or the local Kullback-Leibler divergence Xu and Karam (2013).

Figure 4: Standard object recognition and localization process.

Figure 5: Example of top-down view localization in the aerial
image. The top-down view T is the small image on the top left
of the Figure, while the green area in the large aerial image A
denotes the found localization of T .

standard remote sensing techniques) based on change detection
performed with available ground level images. We thus investi-
gate the application of proximate sensing to the problem of land
cover classification. Rather than using only airborne/satellite im-
agery to determine the distribution of land cover classes for a
given geographical area, we explore here whether ground level
images can be used as a complementary data source. To do so,
we present some preliminary work aiming to compare recently
acquired ground level images to a previously acquired remotely
sensed image using standard techniques related to computer vi-
sion and image analysis.

The remainder of this paper is organized as follows; Sec. 2. de-
scribed the study area and the data set considered in the experi-
ments. The technical approach is presented in Sec. 3.. We detail
carried out experiments and discuss obtained results in Sec. 4.
before providing some conclusions and directions for future re-
search.

2. STUDY AREA AND DATA SET

The study area focuses on Vannes city in France, more precisely
on the surroundings of the Tohannic Campus which hosts Univer-
sité Bretagne Sud and IRISA research institute where are affili-
ated the authors. This choice is motivated by: i) the availability
of ground truth that can be assessed by the in situ, and ii) the
appearance of many new buildings over the last few years (with
availability of data acquired both before and after these changes).
It covers a 1 km2 area. The geographical extent is provided in
Fig. 1.

Figure 1: Aerial map from Bing Maps c� with blue rectangles
highlighting zones that have been recently transformed.

Ground level images were grabbed from Google Street View 3

or taken in-situ from people involved in this work equipped with
mobile camera. Both kinds of images consist in panoramic views
covering 360�(resp. 180�) field of view horizontally (resp. ver-
tically). We assume here the following scenario: given the ac-
quired image is georeferenced, it is possible to download an as-
sociated map from existing sources (Bing Maps, Google Maps,
OpenStreetMap). We consider here maps of 150⇥150 m2 down-
loaded through a Bing Maps 4 request according to measured
GPS position.

For the sake of clarity, we denote the images with the following
terms in the sequel:

• A: Aerial image, or high flying UAV image (dimensions
m⇥ n).

• P : Panoramic image, or wide field-of-view image from user
mobile device or Google Street View (dimensions p⇥ q).

3https://www.google.com/maps/streetview/
4https://www.bing.com/maps/

• T : Top-down image, or bird’s eye view of the ground (di-
mensions r ⇥ r).

Let us note that the proposed method is assessed here only on
a single area, for which ground truth, aerial images, and in situ
observations are available so to ease experimental validation. Ex-
periments at a wider scale will be considered in future work.

3. PROPOSED METHOD

Since the images were taken from 3 different kinds of sensors
(Google Street View’s car, user camera and aerial vehicle) sev-
eral image pre-processing steps are required before change de-
tection can be performed. The flowchart of the proposed method
including these different pre-processing steps is given in Fig. 2.

Figure 2: Flowchart of the proposed method.

3.1 Top-down View Construction

The panorama images used in this work cover (360�, 180�) field
of view on (horizontal,vertical) dimensions. For a given scene,
the panorama image P is warped to obtain a bird’s eye view T
(as shown in Fig. 3). To do so, the 3D model of spherical image
is first reconstructed using ground line following the method pro-
posed by Xiao et al. (2012). Next, for each pixel in the top-down
view, the position of the corresponding pixel in the panorama is
computed using the inverse warping. The color for the ground
location is then obtained using bi-linear interpolation from the
panorama pixels.

Figure 3: Example of a top-down view T (right) constructed from
a panorama image P (left).
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Invited scientists &	MSc/PhD candidates	are	welcome…
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• 11th edition	of	this	2-day	national	
workshop	on	Statistical	Learning
Preceded	by	a	Spring	school
100-150	participants

• Program
Optimal	Transport	and	Machine	Learning
High	Dimension
Topic	Modeling /	Text	Mining
New	and	futures	challenges

• Invited	speakers	include:	
Vladimir	Vapnik,	Marco	Cuturi,	…

StatLearn 2016, 7th-8th April (Vannes)
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Earth Observation

http://www.npoc.ch
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Earth Observation
Current sensing facilities from Airbus	D&S	

http://www.astrium-geo.com

• Multiple	sensors with various properties
• Increasing spatial	resolution:	Digital	Globe	WorldView 3,	30cm
• Increasing temporal	ferquency:	EU	Copernicus Sentinels, 5	days revisit
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The	computational	process	of	discovering	
patterns	in	large	data	sets

• Filtering
• Anomaly	detection
• Clustering
• Classification
• Information	Retrieval
• Visualization
• …

Data mining
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Well,	that’s IIM	topic ;-)

Mining EO data
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Image representations

Earth can be observed at
various (semantic)	analysis scales

But	images	come	in	raw format!

http://creeksidescience.com
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• Appropriate with low-resolution sensors
• Still the	standard	approach for	mapping
(pixelwise classification)

But	resolution is increasing

Pixels
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Regions
T. Blaschke / ISPRS Journal of Photogrammetry and Remote Sensing 65 (2010) 2–16 3

to a recent review paper on object-oriented presentation in GIS by
Bian (2007).

It is generally agreed (Blaschke et al., 2000; Blaschke and Strobl,
2001; Schiewe, 2002; Hay et al., 2003; Burnett and Blaschke, 2003;
Koch et al., 2003; Flanders et al., 2003; Benz et al., 2004; Blaschke
et al., 2004; Zhang et al., 2005a; Liu et al., 2006; Navulur, 2007;
Lang, 2008; Hay and Castilla, 2008) that OBIA builds on older
segmentation, edge-detection, feature extraction and classification
concepts that have been used in remote sensing image analysis
for decades (Kettig and Landgrebe, 1976; Haralick, 1983; Haralick
and Shapiro, 1985; Levine and Nazif, 1985; Strahler et al., 1986;
McKeown et al., 1989; Pal and Pal, 1993; Câmara et al., 1996;
Hay et al., 1996; Lobo et al., 1996; Ryherd and Woodcock, 1996;
Wulder, 1998; Aplin et al., 1999; Baltsavias, 2004). Its emergence
has nevertheless provided a new, critical bridge between the
spatial concepts applied in multiscale landscape analysis (Wu,
1999; Hay et al., 2001; Wu and David, 2002; Burnett and Blaschke,
2003), Geographic Information Systems (GIS, (Câmara et al., 1996;
Yu et al., 2006)), Geographic Information Science (abbreviated to
GIScience, see (Goodchild, 1992, 2004)), and the synergy between
image-objects and their radiometric characteristics and analyses
in Earth Observation data (Benz et al., 2004; Blaschke et al., 2004;
Langanke et al., 2007; Laliberte et al., 2007; Navulur, 2007; Möller
et al., 2007; Jobin et al., 2008; Stow et al., 2008; Tiede et al., 2008;
Trias-Sanz et al., 2008; Aubrecht et al., 2008; van derWerff and van
der Meer, 2008; Weinke et al., 2008).

In recent years, a critical online discussion has arisen within an
evolving multidisciplinary community concerning whether or not
geographic space should be included in the name of this concept
(see Hay and Castilla (2008); Castilla et al. (2008); Lang (2008)).
Hay and Castilla (2008) argue that it should be called ‘‘Geographic
Object Based Image Analysis’’ (GEOBIA), as only then will it be
clear that it represents a sub-discipline of GIScience. Indeed, the
term OBIA may be too broad, for it goes without saying for remote
sensing scientists, GIS specialists and many ‘environmental’ based
disciplines that ‘their’ image data represents portions of the Earth’s
surface. However, such an associationmay not be taken for granted
by scientists in disciplines such as Computer Vision, Material
Sciences or Biomedical Imaging who also conduct OBIA. Since
this debate of naming remains ongoing, the author has chosen to
acknowledge both terms equally but to conform with the usage in
the title of the definitive book in this field (Blaschke et al., 2008)
as well as in two previous books (Blaschke, 2002; Blaschke and
Kux, 2005), and for the sake of simplicity use the term OBIA in the
remainder of this article.

2. Object based image analysis in remote sensing

2.1. What’s wrong with pixels?

Blaschke and Strobl (2001) have raised the provocative question
‘‘What’s wrong with pixels?’’, having identified an increasing
dissatisfaction with pixel-by-pixel image analysis. Although this
critiquewas not new (Cracknell, 1998; see also Blaschke and Strobl
(2001), Burnett and Blaschke (2003) and Blaschke et al. (2004)
for a more thorough discussion) they observed something like a
hype in applications ‘beyond pixels’. A common denominator of
these applications was, and still is, that they are built on image
segmentation (see also Burnett and Blaschke (2003), Hay et al.
(2003), Benz et al. (2004), Liu et al. (2006), Blaschke et al. (2004),
Hay et al. (2005), Blaschke and Lang (2006), Lang and Blaschke
(2006), Lang (2008), Hay and Castilla (2008) and Blaschke et al.
(2008)). Image segmentation is not at all new (Haralick, 1983;
Haralick and Shapiro, 1985; Pal and Pal, 1993; Kartikeyan et al.,
1998), but has its roots in industrial image processing and was not

a b c

Fig. 1. Relationship between objects under consideration and spatial resolution:
(a) low resolution: pixels significantly larger than objects, sub-pixel techniques
needed. (b) medium resolution: pixel and objects sizes are of the same order, pixel-
by-pixel techniques are appropriate. (c) high resolution: pixels are significantly
smaller than object, regionalisation of pixels into groups of pixels and finally objects
is needed.

used extensively in Geospatial applications throughout the 1980s
and 1990s (Blaschke et al., 2004).

Uses for segmentation methods outside remote sensing – in-
cluding industrial or medical image processing – are legion (Pal
and Pal, 1993). Within remote sensing applications, algorithms
are numerous and have been rapidly increasing over the past few
years (Kartikeyan et al., 1998; Baatz and Schäpe, 2000; Blaschke
et al., 2004; Neubert et al., 2008). Image segmentation, from an
algorithmic perspective, is generally divided into four categories:
(a) point-based, (b) edge-based, (c) region-based and (d) com-
bined (Schiewe, 2002)— for technical details of segmentation tech-
niques, readers can refer to Pal and Pal (1993). No matter which of
the methods is applied, segmentation provides the building blocks
of object based image analysis (Hay and Castilla, 2008; Lang, 2008),
at least for now, since the user may ultimately wish to deal with
spatially fuzzy objects (Gorte, 1998) or with fields (Cova and Good-
child, 2002). Segments are regions which are generated by one or
more criteria of homogeneity in one or more dimensions (of a fea-
ture space) respectively. Thus segments have additional spectral
information compared to single pixels (e.g. mean values per band,
and also median values, minimum andmaximum values, mean ra-
tios, variance etc.), but of even greater advantage than the diversi-
fication of spectral value descriptions of objects is the additional
spatial information for objects (Blaschke and Strobl, 2001; Dar-
wish et al., 2003; Flanders et al., 2003; Benz et al., 2004; van der
Werff and van der Meer, 2008; Hay and Castilla, 2008). It has been
frequently claimed that this spatial dimension (distances, neigh-
bourhood, topologies, etc.) is crucial to OBIA methods, and that
this is a major reason for the marked increase in the usage of
segmentation-basedmethods in recent times, compared to the us-
age of image segmentation in remote sensing during the 1980s and
1990s (Hay et al., 2003; Koch et al., 2003; Benz et al., 2004; Blaschke
et al., 2004; Liu et al., 2006; Navulur, 2007; Conchedda et al., 2008;
Wuest and Zhang, 2009; Gamanya et al., 2009).

Fig. 1 lays out schematically the relationship between the spa-
tial resolution and the object under consideration. Although we
have difficulties in defining generically applicable thresholds we
can differentiate semantically between these three situations. For
simplicity, we can regard the pixel in a similar way to the spatial
resolution. Furthermore, when considering the Shannon sampling
theorem (sometimes called Nyquist–Shannon sampling theorem),
we can conclude that an object should be of the order of one
tenth of the dimension of the sampling scheme – the pixel –
in order to ensure that it will be completely independent of
its random position and its orientation relative to the sampling
scheme. The three situations outlined graphically in Fig. 1 require
completely different techniques to unravel information from the
data sets. It can be assumed that the situations (a) and (b) do
not leave much choice when the task is to identify, classify
and characterise a given object as illustrated. The situation (c),
however, may be considered a ‘high resolution situation’, and only

Blaschke,	P&RS,	2010

Derivaux et	al,	PRL,	2010
Regions can be simplified to	blocks	/	tiles
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Objects

Blaschke et	al,	P&RS,	2014

The	OBIA	paradigm has	provided significant advances in	the	last	decade
but	objects are	most often single-scale at a	time
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• Wavelets
• (Gaussian)	Pyramids

• Quadtrees

Multiple scales
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Fig. 15. Single-level separable image decomposition by means of max-lifting.

. Fig. 16(a) depicts a
signal with regions of stationary signal behavior, depicted
by the signal plotted with a thick line. In this case,
the noise component has been generated by smoothing (with
a four-tap averaging mask ) zero mean
white Gaussian noise with unit variance. Fig. 16(b) depicts
the signal (plotted with a thick line), obtained by means of
a three-level linear denoising scheme [the use of a denoising
scheme is justified here by considering as the noise-free
signal to be recovered by means of denoising, and the signal
variation within a particular signal region as noise to be
removed by denoising]. This scheme performs a three-level
signal analysis by using the Symmlet-8 wavelet [30], filters
the detail signals by means of the soft thresholding operator

sign , if , and ,
if , where [39], and produces
signal by means of signal synthesis based on the filtered
detail signals. We set . It is worthwhile noticing that,
although signal variation has been substantially reduced, the
reconstructed signal fails to capture the staircase structure
of signal . This is mainly due to the linear nature of the
wavelet decomposition scheme used. The signal depicted in
Fig. 16(c) has been obtained by using the max-lifting scheme
with , whereas, Fig. 16(d) depicts the signal
obtained by using the min-lifting scheme with .
By taking , we preserve positive detail signal
information, whereas we discard negative information (i.e.,
we apply max-thresholding). By taking ,
we preserve negative detail signal information, whereas we
discard positive information (i.e., we apply min-thresholding).
Notice that the signal depicted in Fig. 16(c) is larger than the
original signal [i.e., is like an “upper envelope” for

]. In [31], we have shown that the corresponding operator
is a morphological closing, and it is therefore exten-

sive. The signal depicted in Fig. 16(d) is smaller than signal
[i.e., is like a “lower envelope” for ]. On the

other hand, Fig. 16(e) depicts the signal obtained by using
the max-lifting scheme with soft thresholding (with ),
whereas the signal depicted in Fig. 16(f) has been obtained
by means of the min-lifting scheme with soft thresholding

(with ). Fig. 16(g) depicts the signal obtained by
means of applying max-lifting on with max-thresholding,
followed by min-lifting with min-thresholding. On the other
hand, Fig. 16(h) depicts the signal obtained by means of
applying max-lifting on , followed by min-lifting; denoising
is obtained by applying soft thresholding on the detail signals
(with ), in the same manner as in Fig. 16(e) and (f). No-
tice that, in both cases, signal variation has been substantially
reduced, whereas the resulting signal successfully captures the
staircase nature of signal .

VII. CONCLUSIONS AND FINAL REMARKS

The main objective of the work presented in this paper was to
provide a rigorous theoretical approach to the problem of non-
linear wavelet decomposition and develop tools that can be ef-
fectively used for building nonlinear multiresolution signal de-
composition schemes that are nonredundant and guarantee per-
fect reconstruction. The nonlinear schemes discussed as exam-
ples in this paper enjoy some useful and attractive properties.
1) Implementation can be done extremely fast by means of
simple operations (e.g., addition, subtraction, max, min,
median, etc.). This is partially due to the fact that only in-
teger arithmetic is used in calculations and that use of pre-
diction/update steps in the decomposition produces com-
putationally efficient implementations.

2) If the input to the proposed schemes is integer-valued,
the output will be integer-valued as well. Clearly, these
schemes can avoid quantization, an attractive property for
lossless data compression.

3) The proposed schemes can be easily adapted to the case of
binary images. This is of particular interest to document
image processing, analysis, and compression applications
(and other industrial applications) and is important on its
own right (e.g., see [40] for a recent work on constructing
wavelet decomposition schemes for binary images).

4) Due to the nonlinear nature of the proposed signal
analysis operators, important geometric information
(e.g., edges) is well preserved at lower resolutions. In
the case of the max- (min-) lifting schemes, for example,
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Union Open Data portal and/or 
other European open data sources, 
including data coming from EU 
initiatives like Copernicus and 
Galileo.*

primary* data* source* considered* in* the* project* and* demonstrate*
its*ability*to*address*large*volumes*of*petabyte*scale*coming*from*
very*diverse*sensors*operated*within*the*few*tens*of*Copernicus*
contributing* missions.* Complementary* data* sources* (e.g.* aerial*
imagery,* information* layers* such*as*open* street*maps,* collateral*
data* from* open* sources* or* in$situ* data,* land* cover* maps* and*
thematic* maps* from* European* Environment* Agency* and* FAO*
Geoportal,* approximate* size* of* 3*GB)* available* to* the* end$users*
will*also*be*considered.*

*
1.3 Concept)and)approach)

 
1.3.1 Concept:)a)new)paradigm)for)scalable)geospatial)data)analytics)

To* reach* its* overall* objective,* as* well* as* to* answer* the* major* questions* and* underlying* issues* it* raises,* the*
ADMIRAL* proposal* relies* on* an*original) paradigm)based) on) the)multiscale)modelling) of) geospatial) data.* This*
paradigm*is*expected*to*realize*the*design*and*deployment*of*scalable*geospatial*data*analytics.*
Indeed,*existing*paradigms* for*geospatial*data*analytics*are*heavily* limited*by*single*scale*analysis,*as*shown* in*
Figure* 1.3a.* The* historical* trend* is* to* perform* processing* at* the* pixel* level* (bottom* left).* Recent* EO* satellites*
provide*images*with*high*and*very*high*spatial*resolution*sensors,*leading*data*analytics*to*operate*on*billions*of*
basic* elements.* Object$based* image* analysis* (OBIA)* has* been* later* introduced* as* a* new* paradigm* (middle)* to*
counter*the*drawbacks*of*the*pixel$based*strategy.*It*first*aggregates*pixels*into*regions*through*a*segmentation*
procedure,*before*relying*on*these*more*semantically*rich*elements*called*objects.*Data*analytics*then*operates*
on*several*(tens*of)*millions*of*elements.*Nevertheless,*the*scale*parameter*set*in*the*segmentation*step*has*to*
be*selected*carefully,*and*depends*on*both*input*data*properties*(e.g.*spatial*resolution)*and*addressed*use*case,*
since* objects* of* interest* may* appear* at* a* predefined* scale.* The* plethora* of* sensors* able* to* provide* multiple*
observations*of* the*same*scene*and*objects,*coupled*with* the*massive*amount*of*data*published*by* recent*EO*
programs*(e.g.*Copernicus),*calls*for*a*new*paradigm*based*on*multiscale*representations*(right).*Such*a*paradigm*
is*particularly*adapted*to*the*multiscale*nature*of*the*geographic*objects*(top*left).*
*
Figure)1.3a:)Existing)monoscale)paradigms)compared)to)proposed)multiscale)paradigm)

)
*
The*ADMIRAL*proposal* thus* aims* to* foster* the*dissemination*of*multiscale*models* as* appropriate* elements* to*
feed*geospatial*data*analytics*tools.*While*such*an*idea*is*appealing,*it*requires*a*complete*rethinking*of*all*data*
analytics*components*to*cope*with*a*multiscale*representation*of*the*data.*To*address*the*complexity*faced*by*
geospatial* Big*Data,* advanced* schemes* for* building*multiscale* representations,* as*well* as* appropriate* scalable*
strategies,* are* also* currently* missing.* Furthermore,* to* make* these* models* understandable* by* EO* end$users,*
computer*science,*cognitive*visualization,*and*the*geography*/*geomatics*fields*have*to*be*associated*in*a*transD
disciplinary)project.*
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Two kinds of hierarchies 7

close to) the leaves correspond to bright or dark details of the
image. As already mentioned, the stack of image region seeds
S used in construction of an inclusion tree comprises partial
partitions. The support of these partial partitions is nested,
that is, the relations in Eq. (17) hold for any supp(Xi�1) and
supp(Xi) as well. Additionally, any cut of an inclusion tree
is a partial partition as well.

New nodes are formed by a region growing process starting
from the leaves, by adding one or more pixels (usually the
whole image flat zones) to the regions in the leaf nodes. When
the regions of two or more nodes merge in the course of
this process, the newly constructed node becomes a parent
of all the nodes representing the merged regions thus unifying
several tree branches. This process continues until there is only
one region covering the whole image domain, and the node
representing this region becomes the root of the constructed
hierarchical representation. In order to reflect the structure of
inclusion trees, we add a further constraint in Eq. (19)–(22).
The only modification is adding a strict inequality in Eq. (20),
l > 0, to reflect that regions are only formed by adding new
pixels to already existing regions (or a single region).

Simplifying the image represented by an inclusion tree
includes cutting (removing) some branches from the leaves to
the desired point (usually, up to a region satisfying a certain
criterion). The areas of the removed regions are then assigned
a gray level of the closest surviving ancestor node (i.e. the
ancestor node with the greatest distance from the root) of the
regions that were cut off. This accomplishes removing small
dark or bright structures in the image without changing the
larger structures.

Partitioning trees. The principal difference of partitioning
trees when compared to inclusion trees is that the leaves of
the structure always form a (very fine) image partition. The
same is true for any cut of such a tree [54] (as well as all
the subgraphs Xl from the stack of image seeds S used in
construction). The initial partition contained in the leaves can
be the result of any segmentation algorithm, but among most
common choices are the image pixels, flat-zones of the image
[27, 33] or the result of watershed segmentation [55].

Regions of the inner nodes of the trees are formed by
merging, as unions of the adjacent regions of other nodes,
meaning that every new node has at least two child nodes. In
contrast to the leaf nodes, a cut higher in the tree is a coarser
segmentation of the image. To formalize this, a constraint
k > 1 has to be added to Eq. (19) and l = 0 to Eq. (20) to
reflect that no pixels are added that did not previously belong
to a node.

Notions needed to define the iterative merging, which is at
the core of the construction process of any partitioning tree
were first introduced by Garrido et al. [56] (and only later put
in the context of trees [2]):

1) Region model defines how simple regions and their unions
are represented. It reflects the characteristics of the re-
gions used in the construction process.

2) Merging criterion or similarity (or dissimilarity) measure
describes the interest of possible merges. It is based on the
region characteristics represented by the region model.

  leaf 
nodes

middle 
 nodes

 root 
node

TREEPARTITIONING INCLUSION

Fig. 2. This image demonstrates the difference between the superclasses of
partitioning and inclusion trees. Cuts of the partitioning tree near its bottom
and the middle, as well as the root node are displayed on the left. A set of
nodes from the inclusion tree close to the bottom and middle of the tree, and
the root of the tree are displayed on the right.

3) Merging order defines the rules used to merge the regions
and which merge to perform next based on the merging
criterion.

In order to simplify an image using a corresponding parti-
tioning tree, a coarse enough cut is selected in the tree (the
decision can be based e.g. on the number of desired elements
of the partition or some more complex criteria). Each region
represented by a node in the cut is then represented by a
uniform gray level, which can be based on the region model,
or take into account the average gray level of the region. This
way, small variations in the pixels of image gray levels can
be removed from regions perceived as uniform.

The difference between inclusion and partitioning trees is
shown in Fig. 2.

C. Indexing the SHoR

While trees are sufficient to represent the inclusion relations
between the regions in a SHoR, it is often desirable to assign
an attribute to each node, corresponding to a measure of
aggregation, called the level (of aggregation) of the node.
Such an attribute � is a non-negative function of the nodes. A
tree with levels assigned in such a manner is then considered
indexed. The attribute values � are usually determined based
on the definition or the construction algorithm for a specific
tree. The rule for assigning the levels always reflects the
fact that the coarseness of the nodes increases along each
branch from the leaves towards the root and states that if
m is an ancestor of n, then �(n) < �(m). Hereafter, we
explain the well-established representational framework for
indexed partitioning trees [42, 57, 58]. We furthermore propose
the way to represent the indexed inclusion trees in the same
framework, whereas there is no current convention about the
representational framework for inclusion trees.

An ultrametric distance is a constraint stronger than a
distance on a set of elements, where the elements of the set
obey an inequality stronger than the triangular inequality: the
ultrametric inequality. An ultrametric inequality states that for

pixel	distances	 rely on pixel	orderings
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Fig. 13. The original image is displayed in subfigure (a). Subfigures (b) through (e) show partitions of the original image for ↵ = 0 through 3, with edges
between connected pixels shown in thin green lines and region borders in thick red. The ↵-connected components are shown in (f) (there is no merging in
the gray nodes and they are not represented in the final tree). The dendrogram for this tree is shown in (g).

to the ↵-tree, the (!)-tree of the same image always has
more levels, and the number of regions decreases in general
more slowly from the leaf levels towards the root (compare
the dendrograms on Figs. 13(g) and 15(g)). However, the
number of different regions represented by the nodes of the
(!)-tree is always lower or equal to the number of different
regions represented in the ↵-tree (compare the number of
white nodes on Figs. 13(f) and 15(f) or the number of nodes
in the dendrograms on Figs. 13(g) and 15(g)), since all
the (!)-connected components are chosen from the already
constructed ↵-connected components. Since it is based on the
self-dual ↵-tree, the (!)-tree is also a self-dual structure.
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Fig. 14. An example for the unwanted chaining effect. The original image
is displayed in subfigure (a). The hierarchical decomposition of this image
into ↵-connected components has only two different levels, displayed in
subfigures (b) and (c). Although all the pixels are at different gray levels,
the decomposition has no intermediate steps: all the pixels are separate
components for ↵ = 0 and there is only one component for ↵ = 1.
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Fig. 15. The partitions by levels of the (!)-tree, for the original image from Fig. 13(a). Partitions for ! = 0 through 3 are shown in subfigures (a) through
(d). The partition for level ! = 4 is equal to the partition for ! = 3 and it is not separately displayed. The final partition for ! = 5 encloses the whole image
and is shown in (e). The tree is displayed in (f), with the duplicate nodes displayed in gray. The indexed tree (omitting the duplicate nodes) is displayed in
(g).

VI. CONSTRUCTION ALGORITHMS

The approaches to constructing various trees are discussed
in this Section. The full computation algorithms are not given
and instead only the main idea behind each algorithm and
the references to the original approaches are provided. The
complexity is expressed in relation to the number of image
elements (pixels), N . Where relevant, quantization is also
mentioned with q being the number of bits used to code pixel
values, and k the range of those values (i.e. k = 2q).

Min- and Max-tree construction. A good recent com-
parison of Min-tree and Max-tree construction algorithms
was offered by [77]. The algorithms were divided into three
classes: the immersion algorithms, the flooding algorithms and
the merge-based algorithms. The merge-based algorithms are
mainly used for parallelism, and are not further examined here.

The first efficient algorithm for Max-tree computation was
proposed by Salembier et al. [29] and belongs to the class
of flooding algorithms. The Min-tree construction starts with
a root pixel, at gray level lMax , from which the depth-first
propagation through image elements is performed (using a

hierarchical queue). For low quantization (q  16 bit), both
the original recursive version by Salembier et al. [29], and the
non-recursive version by Nistér and Stewénius [35] achieve
linear complexity O(kN) ⇠ O(N), since k is small. However,
for bigger q and k, the complexity does not reduce to linear
any more but instead to quadratic, O(N2), as most of the
flooding algorithms need quantized data, and do not work for
generic pixel values (e.g. float values). However, a recent
flooding Max-tree algorithm by Wilkinson [51] replaces the
hierarchical queue of [29] with a priority-queue, achieving a
O(N logN) complexity for any pixel type with a total order
(including high dynamic range integers and float values).

The first step of immersion algorithms is sorting all the
image elements according to the appropriate order (e.g. lowest-
to-highest gray level for the Max-tree construction) and build-
ing N disjoint singleton sets, one for each image element.
Those sets are then merged to form a tree in the second step,
using Tarjan’s union-find algorithm [78]. The complexity of
the sorting step varies with the quantization: it can be bound
to O(N + k) for small integers (typically q  12 bit or
q  16 bit), but increases to O(N logN) for generic data
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(a)

(b) (c)

Fig. 8. The original image is displayed in subfigure (a). Subfigure (b) shows
the corresponding Tree of Shapes. The Topological Tree of Shapes based on
the same image (a) is shown in (c). The topological level lines in (a) and the
nodes representing them in (b) are marked with a bold red outline.

i.e. card{xj |f(xj) 6= f(xj+1), xj 2 P, xj+1 2 P}.

C. Binary Partition Tree
Binary Partition Tree (BPT) belongs to the superclass of

partitioning trees. Unlike the presented inclusion trees, this tree
is not extrema oriented [2] and is thus suited for representing
objects with low, high and intermediate gray levels.

This tree starts with each node being assigned a region from
the initial partition, which can be as fine as having each pixel
or flat zone as a region, or any more complex precomputed
partition [2, 56]. When constructing a BPT, one needs to
decide on the region model and merging criterion. The region
model can be as simple as the average or median gray level
of a region, and is typically assumed to be constant within a
single region.

An example of a simple merging criterion (dissimilarity
measure) is the absolute value of the difference between
region models. While constructing merging criteria, both color
information (luminance as well as chrominance) and contour
information can be taken into account. An important character-
istic of the merging criterion is the dependence of the criterion
on the region size – merging criteria that are size independent
tend towards producing partitions with a small number of large
regions and numerous extremely small regions [27]. A good
discussion on various criteria and models is offered in [27].

The merging order used for all BPT states that the two
regions most similar according to the merging criterion (i. e the
regions with the smallest dissimilarity) should be merged in
the next step, with arbitrary choice of regions in case there is
more than one pair of most similar regions. After constructing
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Fig. 9. Creation of Binary Partition Tree. The original image is displayed in
(a). The region model here is a constant gray level. When merging two regions,
the model of the new region is the gray level of larger of the two children
regions, or average gray level in case the merged regions have the same
size. The merging criterion defines the dissimilarity between regions as the
difference between their gray level models. Merging order dictates merging the
pair of least dissimilar regions first. The initial partition comprises flat zones.
Three merging steps are represented in (b), (c) and (d). The constructed BPT
is displayed in (e) and the numbers in the nodes indicate the merging order.
The dendrogram corresponding to the indexed tree is shown in (f).

the initial partition and calculating the representations (region
models) for all the regions, the dissimilarity measure is com-
puted for each pair of neighboring regions. When two regions
are merged, a new node for the region comprising all the pixels
from both merged regions is constructed as a parent node to
the merged regions. The similarity information is also updated
before the next merging step. The merging sequence and the
resulting tree for a BPT using a simple region model and
criterion are shown in Fig. 9.

The length of the path from the tree root to the nodes does
not reflect the complexity of the regions and the constructed
tree is usually not well balanced (cf. tree examples in [2, 27]).
Thus, indexing the BPT takes into account the values of the
similarity measure in each merging step of the tree construc-
tion. The levels are assigned to nodes as follows:

• if a node m of T is a leaf node, then �(m) = 0,
• if a node m is created as a union of regions corresponding

to the nodes n1 and n2 (i.e. R(m) = R(n1) [R(n2)),
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Fig. 8. The original image is displayed in subfigure (a). Subfigure (b) shows
the corresponding Tree of Shapes. The Topological Tree of Shapes based on
the same image (a) is shown in (c). The topological level lines in (a) and the
nodes representing them in (b) are marked with a bold red outline.

i.e. card{xj |f(xj) 6= f(xj+1), xj 2 P, xj+1 2 P}.

C. Binary Partition Tree
Binary Partition Tree (BPT) belongs to the superclass of

partitioning trees. Unlike the presented inclusion trees, this tree
is not extrema oriented [2] and is thus suited for representing
objects with low, high and intermediate gray levels.

This tree starts with each node being assigned a region from
the initial partition, which can be as fine as having each pixel
or flat zone as a region, or any more complex precomputed
partition [2, 56]. When constructing a BPT, one needs to
decide on the region model and merging criterion. The region
model can be as simple as the average or median gray level
of a region, and is typically assumed to be constant within a
single region.

An example of a simple merging criterion (dissimilarity
measure) is the absolute value of the difference between
region models. While constructing merging criteria, both color
information (luminance as well as chrominance) and contour
information can be taken into account. An important character-
istic of the merging criterion is the dependence of the criterion
on the region size – merging criteria that are size independent
tend towards producing partitions with a small number of large
regions and numerous extremely small regions [27]. A good
discussion on various criteria and models is offered in [27].

The merging order used for all BPT states that the two
regions most similar according to the merging criterion (i. e the
regions with the smallest dissimilarity) should be merged in
the next step, with arbitrary choice of regions in case there is
more than one pair of most similar regions. After constructing

0
0
0

0
0

2
2
2

2
2

4
4

4
4
8
8

(a)

4
4

4
4

1
1
1
1

1
1
1
1

1
1

8
8

(b)

8
8

1
1
1
1

1
1
1
1

1
1
1
1

1
1

(c)

1
1
1
1

1
1
1
1

1
1
1
1

1
1
1
1

(d)

8
8

2
2
2

2
2

0
0
0

0
0

1
1
1
1

1
1
1
1

1
1

1
1
1
1

1
1
1
1

1
1
1
1

1
1

1 4
4

4
4

1
1
1
1

1
1
1
1

1
1
1
1

1
1
1
1

2

3

(e)

λ
12

0

(f)

Fig. 9. Creation of Binary Partition Tree. The original image is displayed in
(a). The region model here is a constant gray level. When merging two regions,
the model of the new region is the gray level of larger of the two children
regions, or average gray level in case the merged regions have the same
size. The merging criterion defines the dissimilarity between regions as the
difference between their gray level models. Merging order dictates merging the
pair of least dissimilar regions first. The initial partition comprises flat zones.
Three merging steps are represented in (b), (c) and (d). The constructed BPT
is displayed in (e) and the numbers in the nodes indicate the merging order.
The dendrogram corresponding to the indexed tree is shown in (f).

the initial partition and calculating the representations (region
models) for all the regions, the dissimilarity measure is com-
puted for each pair of neighboring regions. When two regions
are merged, a new node for the region comprising all the pixels
from both merged regions is constructed as a parent node to
the merged regions. The similarity information is also updated
before the next merging step. The merging sequence and the
resulting tree for a BPT using a simple region model and
criterion are shown in Fig. 9.

The length of the path from the tree root to the nodes does
not reflect the complexity of the regions and the constructed
tree is usually not well balanced (cf. tree examples in [2, 27]).
Thus, indexing the BPT takes into account the values of the
similarity measure in each merging step of the tree construc-
tion. The levels are assigned to nodes as follows:

• if a node m of T is a leaf node, then �(m) = 0,
• if a node m is created as a union of regions corresponding

to the nodes n1 and n2 (i.e. R(m) = R(n1) [R(n2)),
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TABLE I
CLASSIFICATION OF THE PRESENTED TREES.

tree

inclusion Min and Max-tree (Sec. V-A)

Tree of Shapes (Sec. V-B) Topological ToS

partitioning
Binary Partition Tree BPT by Altitude Ordering

(Sec. V-C) Hierarchies of MST

↵-tree (Sec. V-D)

(!)-tree (Sec. V-E)
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Fig. 6. The original image is displayed in subfigure (a). Subfigure (b) shows
the corresponding Min-tree, with the reduced dendrogram shown in (c). The
Max-tree and its reduced dendrogram for the same image are shown in
subfigures (d) and (e). Regions corresponding to the nodes in both subfigures
(b) and (d) are shown next to the nodes (the white parts do not belong to the
regions).

constant value is added to the attribute assigned to every
node (cf. Sec. IV-C for the detailed explanation). The level
assigned to a node will then be calculated as the level of the
corresponding lower level set increased by one. The lowest
leaf nodes will thus be at level 1, representing the connected
components of the set L0.

The construction process of the Min-tree already assigns
levels to the nodes and produces an indexed tree. Even though
the level of the nodes in the Min-tree does not directly
reflect the coarseness of the region, it carries information.
It corresponds to the gray level at which the node was first
created and the intensity of the brightest pixel (the highest
gray level) in the associated region. The example of a reduced
dendrogram for the tree in the Fig. 6(b) is shown in Fig.
6(c). When indexing a Max-tree for an image I , the nodes are
assigned the levels they would have if the tree was constructed
as a Min-tree of an inverted image �I (where the nodes
correspond to the same regions of the image). An example
of a Max-tree and its reduced dendrogram are shown in

Figs. 6(d) and 6(e).
The first mention of this structure in literature was done by

Salembier et al. [29] with the name Max-tree and by Jones [28]
with the name component tree. Upon closer inspection it can
be seen that the information retained by each part of the two
structures is equivalent, and the only difference is in the way
the structure is stored [61]. The node n corresponding to a
region R(n) in the component tree in [28] stores the whole
set of pixels V (n) of the region. The nodes in the Max-tree
from [29] correspond to the same regions, but for parent nodes,
only the pixels not belonging to any of the children nodes are
stored which corresponds to the set S(n) from Eq. (20). More
complex hierarchies were developed based on the Min-tree and
Max-tree, such as the Dual-Input Max-Tree for mask-based
connectivity [48, 51] and hierarchies for hyperconnectivity
[50]. However, since the advanced connectivities are out of
scope of this paper, these hierarchies are not discussed further
herein.

B. Tree of Shapes
Tree of Shapes, also belonging to the superclass of inclusion

trees, is a structure aimed at representing both bright and dark
structures of the image. It is a combination of Max and Min-
trees [62], with even the first construction algorithm relying
on calculating the Tree of Shapes from already constructed
Max and Min-trees [34].

The leaves of this tree correspond to all local extrema of
the image. Nodes of the tree correspond to shapes – connected
regions acquired by applying the hole filling operation H(·) on
all the connected components of all lower and upper level sets
of the image. Shapes defined in this way have a property that
they do not intersect, but instead either contain one another
or are disjoint (cf. [38, 63] for the proof of this property). All
the upper and lower level sets of the image in Fig. 6(a) are
displayed in Figs. 7(a) and 7(b). After applying the operation
H(·) on all the regions in Figs. 7(a) and 7(b), there are only
5 distinct shapes remaining, displayed in Fig. 7(c). Finally,
the tree formed as a hierarchy of these shapes is displayed in
Fig. 7(d).

A node n is defined to be the parent of node m if the
shape R(n) is the smallest shape containing the shape R(m).
Let R0 be any shape obtained by filling the holes of a
connected component of either upper or lower set of the
image. The parent-child relation between nodes n and m
means that R(m) ⇢ R(n) and there is no shape R0 such
that R(m) ⇢ R0 ⇢ R(n). The regions corresponding to local
image extrema are the leaves of the tree because there are no
smaller shapes contained in the local extrema regions.

The Tree of Shapes is a self-dual structure: constructing
the tree on the dual image �I instead of the original image
I would produce the same output. It is most easily seen for
extrema: all local image minima become the local maxima, all
the local maxima become the local minima and the regions
included in the set of image extrema do not change. This
further extends to the level sets of the image, where the upper
level sets become the lower level sets in the dual image �I
and vice versa, while there is no change to the set of shapes
of the image.
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Fig. 7. Subfigures (a) and (b) show upper and lower level sets of the image
from Figure 6(a). All the different regions acquired by filling the holes of the
level sets are displayed in subfigure (c). Finally, the Tree of Shapes of the
image, composed of shapes displayed in (c) is displayed in subfigure (d). The
corresponding dendrogram is shown in subfigure (e).

The structure is also a complete representation of an image,
allowing for full reconstruction. But, unlike using both a Max-
tree and a Min-tree to treat bright and dark image objects
simultaneously, representing the image by the Tree of Shapes
is non-redundant. The redundancy in combining the Max-tree
and the Min-tree is eliminated by modifying the connected
components of the level sets and using only shapes constructed
by filling the holes of the connected components.

Indexing the Tree of Shapes relies on the notion of dynamics
along a path, and the notion of region dynamics. Region
dynamics RD(·) of a region R(n) is chosen between all
minimal dynamics along the paths between all the possible
pixel pairs of that region, as the largest such path dynamic:

RD(R(n)) = max{min{PD(P)|P 2 SP(p, q)}
| p 2 S(n), q 2 R(n)}. (24)

The level of the node n associated to the region R(n) is then
equal to the region dynamics of the region increased by one
(due to extending the inclusion tree explained in Sec. IV-C):
�(n) = RD(R(n)) + 1. The Tree of Shapes indexed in such
a manner can then be represented by a reduced dendrogram,
as shown in Fig. 7(e).

This type of structure was independently presented by
Monasse and Guichard [62] under the name level line tree,
and by Song and Zhang [38] under the name monotonic
tree. The structure presented by Monasse and Guichard in
[62] and the proposed construction algorithm [34] use a

combination of 4- and 8-connectivity when defining the shapes
and their holes. The tree is defined through level sets and their
boundaries, level lines. On the other hand, Song and Zhang
use 6-connectivity for the monotonic tree in both definition
and algorithm [37, 38] and rely on inclusion of the monotonic
lines to define a hierarchy. Outward-falling monotonic lines are
defined for a grayscale image in [38] as boundaries of regions
Ebound(R) where all the pixels of the inner boundary assume
higher values than any of the pixels of the outer boundary,
i.e. 8p 2 Vinbound(R), 8q 2 Voutbound(R), f(p) > f(q) (with
a similar, reversed definition for outward-climbing monotonic
lines). Upon closer inspection, the monotonic lines and the
level lines of the image are equivalent, which is acknowledged
in the following works by Song and Zhang, where they adopt
the terminology of level lines and level sets [64]. The name
“Tree of Shapes”, used in this article, was chosen because it
prevails in recent literature [39, 60].

Topological Tree of Shapes. In [38], Song and Zhang
propose a reduced structure based on the Tree of Shapes (under
the name topological or reduced monotonic tree [37, 38] and
topological level line tree [64]). This reduced tree aims to
represent only the changes in the topology of the image.

A monotonic sequence is a maximal sequence of uniquely
enclosing level lines of the same type (either outward-falling
level lines produced as boundaries of lower level sets, or
outward-climbing level lines resulting from upper level sets).
In a tree representation where the nodes represent the level
lines, all the nodes belonging to a monotonic sequence except
the first one are the only children of their parents. The last level
line of such a sequence can then be called a topological level
line, and all the nodes belonging to the monotonic sequence in
the Tree of Shapes are reduced to only the node corresponding
to the topological level line in the reduced hierarchy. The
difference between the Tree of Shapes and the Topological
Tree of Shapes is shown schematically in Fig. 8. Such nodes,
corresponding to topological level lines, represent the areas in
the image where the topology of the image changes [64]:

• a leaf node – contour creation/deletion (cf. Fig. 8(c),
e.g. left branch), defines the “peak of a hill” or “bottom
of a lake”,

• a node with a child of the opposite type – contour
creation/deletion (cf. Fig. 8(c), right branch), defines a
“hole in a hill” or a “lump in a lake”,

• a node with multiple children – contour merge/split
(cf. Fig. 8(c), middle branch), defines a single mass
splitting in two (e.g. a “hill with two peaks”).

The Topological Tree of Shapes is a reduced hierarchy,
and thus not a complete image representation. The self-dual
nature of the Tree of Shapes is preserved when reducing it
to the Topological Tree of Shapes. To index the Topological
Tree of Shapes, a formula similar to Eq. (24) is used, except
the dynamic along the path is replaced with the number of
topological changes along a path. The number of topological
changes along P is equal to the number of pixels along
the path with intensities different from their successor pixel,
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A little bit more of dendrology

12

(a)

(b) (c)

Fig. 8. The original image is displayed in subfigure (a). Subfigure (b) shows
the corresponding Tree of Shapes. The Topological Tree of Shapes based on
the same image (a) is shown in (c). The topological level lines in (a) and the
nodes representing them in (b) are marked with a bold red outline.

i.e. card{xj |f(xj) 6= f(xj+1), xj 2 P, xj+1 2 P}.

C. Binary Partition Tree
Binary Partition Tree (BPT) belongs to the superclass of

partitioning trees. Unlike the presented inclusion trees, this tree
is not extrema oriented [2] and is thus suited for representing
objects with low, high and intermediate gray levels.

This tree starts with each node being assigned a region from
the initial partition, which can be as fine as having each pixel
or flat zone as a region, or any more complex precomputed
partition [2, 56]. When constructing a BPT, one needs to
decide on the region model and merging criterion. The region
model can be as simple as the average or median gray level
of a region, and is typically assumed to be constant within a
single region.

An example of a simple merging criterion (dissimilarity
measure) is the absolute value of the difference between
region models. While constructing merging criteria, both color
information (luminance as well as chrominance) and contour
information can be taken into account. An important character-
istic of the merging criterion is the dependence of the criterion
on the region size – merging criteria that are size independent
tend towards producing partitions with a small number of large
regions and numerous extremely small regions [27]. A good
discussion on various criteria and models is offered in [27].

The merging order used for all BPT states that the two
regions most similar according to the merging criterion (i. e the
regions with the smallest dissimilarity) should be merged in
the next step, with arbitrary choice of regions in case there is
more than one pair of most similar regions. After constructing
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Fig. 9. Creation of Binary Partition Tree. The original image is displayed in
(a). The region model here is a constant gray level. When merging two regions,
the model of the new region is the gray level of larger of the two children
regions, or average gray level in case the merged regions have the same
size. The merging criterion defines the dissimilarity between regions as the
difference between their gray level models. Merging order dictates merging the
pair of least dissimilar regions first. The initial partition comprises flat zones.
Three merging steps are represented in (b), (c) and (d). The constructed BPT
is displayed in (e) and the numbers in the nodes indicate the merging order.
The dendrogram corresponding to the indexed tree is shown in (f).

the initial partition and calculating the representations (region
models) for all the regions, the dissimilarity measure is com-
puted for each pair of neighboring regions. When two regions
are merged, a new node for the region comprising all the pixels
from both merged regions is constructed as a parent node to
the merged regions. The similarity information is also updated
before the next merging step. The merging sequence and the
resulting tree for a BPT using a simple region model and
criterion are shown in Fig. 9.

The length of the path from the tree root to the nodes does
not reflect the complexity of the regions and the constructed
tree is usually not well balanced (cf. tree examples in [2, 27]).
Thus, indexing the BPT takes into account the values of the
similarity measure in each merging step of the tree construc-
tion. The levels are assigned to nodes as follows:

• if a node m of T is a leaf node, then �(m) = 0,
• if a node m is created as a union of regions corresponding

to the nodes n1 and n2 (i.e. R(m) = R(n1) [R(n2)),
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Fig. 10. The original image is displayed in subfigure (a), with the corre-
sponding edge-weighted graph on (b). The edges are ordered as d � a �
b � f � c � e � g. The image partition after each merging of the regions
is displayed in (c) – (h), where the edge used in the merging step is indicated
under each partition. The BPT by Altitude Ordering is displayed in (i), and
the numbers in the inner tree nodes enumerate the merging steps.

(1) Y is spanning for G,
(2) Y is rooted in X , and
(3) the weight of the graph Y , F (Y), is less than or equal to

the weight of any other graph satisfying (1) and (2).
For a graph G, any MSF rooted in a single vertex, i.e. in

the graph X = (VX = {v 2 V }, ;), is a MST of that graph G.
By convention, we say that a MSF rooted in an empty graph
(;, ;) is also a MST of G [40].

In [71], the equivalence between watersheds from markers
and MSF is proven. This is further extended in [24], where
the proof of equivalence of MSF and a possible definition
of watersheds, called watershed cuts, is offered. For a MSF
rooted in a graph X , the graph X can be interpreted as a
set of markers and used as a basis for the computation of

watershed from markers. As subsets of minima of the original
edge-weighted graph associated to the image constitute robust
markers [30, 40, 72], they are also used as a basis for rooted
MSF hierarchies. The set of all local minima edges of an edge-
weighted graph is denoted by MG . An example image and the
associated edge-weighted graph with the minima labeled is
displayed in Fig. 11.

The definition of rooted MSF hierarchies was first in-
troduced by Cousty and Najman [30]. The definition of
a MSF hierarchy is parametrized by an ordered sequence
M = (M1, . . . ,Ml) of pairwise-distinct edge-minima of the
graph. The subgraphs Xi of the stack of image region seeds
S = (X0, . . . ,Xl) (cf. Eq. (17)) are then computed such that:

Xi is a MSF rooted in the graph X root
i :

X root
i =

⇣
VX root

i
= {p|ep,q 2 MG \ (

[

j2[1,i]

Mj)}, (27)

EX root
i

= MG \ (
[

j2[1,i]

Mj)
⌘

The SHoR is then constructed as described in Sec. IV-A.
It is important to note that in order for MSF hierarchy to
be a proper partitioning tree (i.e. %(Xl) = G), the size of
the minima sequence M has to be l = (card (MG)� 1). If
l < (card (MG)� 1), Xl will have multiple connected compo-
nents instead of a single one covering the whole image domain.
If l = card (MG), then we have %(Xl�1) = %(Xl) = G and the
constructed hierarchy is the same as for l = (card (MG)� 1).

To put the MSF hierarchy in the context of BPT, the
initial partition, the region model and merging criterion for
the regions have to be defined.
(1) The initial partition is comprised of connected components

of X0, a MSF rooted in MG where every connected
component contains exactly one edge-minimum.

(2) At the iteration i, when determining Xi, a region R is rep-
resented by two distinct components. The first component
is the same as the region model for the BPT by Altitude
ordering, the set of region boundary edges Ebound(R).
The second component of the region model is the (only)
minimum M 2 {MG \ ([j2[1,i] Mj)} contained in R.

(3) The merging criterion used for calculating the dissimilarity
between neighboring regions Ri and Rj , containing Mi

and Mj respectively, is a pair of values. The dissimilarity
depends on the less significant of the two minima and on
the distance between the two regions:

D(Ri,Rj) = (k, dist(Ri,Rj)) (28)
where

k = min{i, j}
and

dist (Ri,Rj) = min{F(ep,q)|p 2 Ri, q 2 Rj}.
The smallest dissimilarity between two regions is the one
containing the least significant minima (i.e. the smallest
k). In case of multiple such dissimilarities with the least
significant minima, the decision is based on the smallest
distance.

BPT	by	Altitude	Ordering Topological Tree of	Shapes

Minimum	Spanning Forests
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Fig. 12. An example of MSF hierarchy based on the image displayed in Fig. (a) and (b). The stacks of image region seeds Xi for all the levels 0 through 7
of the MSF hierarchy are displayed in (a) – (h). All the image elements connected through a path of full edges belong to the same connected component for
Xi, while the bold red edges represent the minima present in step i (exactly one such minimum per connected component). The dashed edges are between
the image elements not considered connected in Xi. The final tree is displayed in (i) with the numbers in the nodes indicating the merging order.

Even though the following relation holds for every pixel p:

(↵,!) -CC(p) ✓ (↵0,!0) -CC(p) 8↵  ↵0 and !  !0,
(31)

the set of all (↵,!)-connected components can not form
a SHoR since the order between (↵,!) -CC(p) and
(↵0,!0) -CC(p) can not be determined for ↵ � ↵0 and !  !0.

In [33] it was assessed that the (↵,!)-connected compo-
nents for ↵ � ! are equivalent to those obtained for ↵ = !,
i.e. the local range parameter ↵ does not play a role for ↵ � !.
Thus, we can define the (!)-connected component of a pixel
p as the largest ↵ -CC(p) with the global range still less than
or equal to !:

(!) -CC(p) =(↵ � !,!) -CC(p) = (32)
max{↵0 -CC(p)|GR(↵0 -CC(p))  !}.

Unlike the components defined by Eq. (30), the (!) -CC define
a SHoR, called the (!)-tree. An example for such a hierarchy
for the original image displayed in Fig. 13(a) is depicted

in Fig. 15. As the (!)-tree is a partitioning tree, it could
be defined through the region model, merging criterion and
merging order, but that would lead to increasingly complex
definitions. Instead, only the usual definitions through the ↵-
connected components of maximal size are provided.

Indexing the (!)-tree is similar to indexing the ↵-tree:
a node is assigned a level corresponding to the ! value
of the (!)-connected component represented by the node
(cf. Fig. 15(g)). Levels assigned to the indexed (!)-tree are a
better indication of region complexity than the levels of the ↵-
tree. The problems with the chaining effect are not completely
solved however, since the only two partitions present in the
(!)-decomposition of the image from Fig. 14 are the same as
for the ↵-tree, except that the only region shown in Fig. 14(c)
would belong to the level 8 of the (!)-tree, while levels 0
through 7 would contain the same regions and represent the
partition shown in Fig. 14(b).

Since the (!)-tree is based on the ↵-tree, the characteristics
of the two trees of the same image are related. When compared
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• UBS	/	IRISA	/	OBELIX
• Mining	EO	Data
• Hierarchical	representations
• Contributions

• Trees	from	complex	data
• Constructing	trees
• Segmentation
• Image	classification
• Feature	extraction	and	description
• Image	retrieval
• Structured	learning

• Conclusion

Outline
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OBELIX contributions

Applications
- Feature extraction
- Description
- Segmentation
- Classification
- Retrieval
- …

Complex data

Tree construction	and	management



Trees from complex data



35

Multivariate data

My Background My Background My PHD Thesis

Drown in data & lacking information!

Hyperspectral Images

Spectral Unmixing
Endmembers
Signatures
Abundancies

Dimentionality Reduction

Computation Cost
Data Visualization

Parallel Computing
GPGPU

6 / 9 Sina Nakhostin PhD Presentation
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• Extension	from	greyscale is	straightforward:
only	a	distance	metric	is	required!

But
• There	is	no	universal	distance	(Euclidean?)
• Distances	might	be	specific	to	the	

representation	space
• Color:	L2	in	Lab
• Hyperspectral:	SAM

• Additional	issues	might	be	raised…

Partitioning trees
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Hyperspectral	image	representation	through	α-trees	(IIM’14)

• Compare	alpha-trees	built	using	L1,	L2,	Linf,	SAM

• Build	trees	using	prior	knowledge	(labelled	pixels)
metric	learning	based	on	must/cannot-link	constraints

Alpha-trees for hyperspectral data

+	distance

various	applications

+	learnt	distance

various	applications
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Evaluating a tree is challenging

• The	tree is a	structure	that might be further used in	
various processings:

• Pixelwise classification	is the	most common one
• All	these processings require additional steps

e.g.,	segmentation	needs a	heuristic to	find the	best	cut

• Evaluate the	tree ability to	model	regions fitting a	
ground truth

• Assuming optimal	segmentation	(max	F1	for	all	pixels)

Hierarchies Distances Evaluation Conclusion

Result

Metric F1 average (%)
SAM 68.44
L1 83.79
L2 87.49
L1 84.21
Learnt metric 93.02 Learnt metric rank

F. Merciol, L. Chapel, S. Lefèvre Hyperspectral image representation through ↵-trees 10/12



39

Vectorial	quasi-flat	zones	for	color	image	simplification	(ISMM’13)

• Local	dissimilarity	is	prone	to	chaining	effect

• While	local	range	is	
computationally	tractable,
global	range	is	not!

• Extension	of	alpha-omega	connectivity	(and	trees)	is	not	
straightforward

• Rely	on	a	vector	ordering	and	represent	each	pixel	by	its	
color	rank	(so	greyscale	case)

But	not	embedded	into	trees	yet

Alpha-omega nodes for color images
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Context State-of-the-art Vectorial QFZ Experiments Conclusion

Image Simplification on Berkeley Segmentation Dataset

Original CÆ,!
Soille

CÆ,!
π

RGB

154,401 pixels 29,766 QFZ 28,562 QFZ

Erhan Aptoula, Jonathan Weber, Sébastien Lefèvre Vectorial Quasi-flat Zones - 19/23

Context State-of-the-art Vectorial QFZ Experiments Conclusion

Image Simplification on Berkeley Segmentation Dataset

Original CÆ,!
Soille

CÆ,!
π

RGB

154,401 pixels 33,182 QFZ 31,155 QFZ

Erhan Aptoula, Jonathan Weber, Sébastien Lefèvre Vectorial Quasi-flat Zones - 19/23

Context State-of-the-art Vectorial QFZ Experiments Conclusion

Segmentation on Berkeley Segmentation Dataset
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Context State-of-the-art Vectorial QFZ Experiments Conclusion

Segmentation on Berkeley Segmentation Dataset
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Comparison with marginal	approach (not	embedded in	trees)

Image	simplification

Image	segmentation
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Hyperspectral	image	classification	from	multiscale description	with	constrained	
connectivity	and	metric	learning	(WHISPERS’14)

• Apply	the	metric	learning	strategy	to	alpha-omega	trees
• Define	an	efficient	scheme	to	compute	global	range	in	
hyperspectral	space
Overestimate	it!	Bounding	sphere	is	preferred	to	bounding	box
Iterative	computation	requires	only	2	attributes	(centre	and	size)

Alpha-omega trees for hyperspectral data
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A	comparative	study	on	multivariate	mathematical	morphology	(PR	2007)

• Multivariate	ordering	is	not	trivial
• 2	strategies

• Marginal	(componentwise)	:	component	graphs
• Vectorial	:	but	many	vector	orderings

How	to	choose	among	the	many	orderings	available?

Inclusion trees
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AN END-MEMBER BASED ORDERING RELATION
FOR THE MORPHOLOGICAL DESCRIPTION

OF HYPERSPECTRAL IMAGES
Erchan Aptoula 1, Nicolas Courty 2 and Sébastien Lefèvre 2

1 Okan University, Istanbul, 34959, Turkey
2 Univ. Bretagne-Sud, UMR 6074 IRISA, Vannes, 56000, France

Context and Summary

Mathematical Morphology is widely used in remote sensing, for
filtering, segmentation and content description (DMP, DAP)
[PB01, DBWB10]; but its application on multivariate data is not
straightforward [AL07];

2 distinct strategies for applying MM to hyperspectral data:
I marginal processing [BPS05], applied after dimension reduction but
leads to data/correlation loss, computational load;

I vectorial processing, relying on an ordering relation among
high-dimensional vectors, is hardly achievable without domain knowledge.

Supervised ordering schemes exploit domain knowledge, but mostly
through machine learning techniques in a binary [VFA11] or multiclass
[CAL12] classification setup, thus requiring available training samples.

In the context of hyperspectral remote sensing, we propose here to rely
on the concept of end-members to design the required ordering relation.

Extraction of End-members

In hyperspectral imaging, each pixel is characterized by a spectral
signature, a vector of reflectances sampled over di↵erent wavelengths
whose values depend on the material denoted by the pixel.

In practice, (low) spatial resolution and scattering e↵ect lead to mixed
pixels, i.e., pixels whose values are actually combination of spectra, each
of them describing the reflectance of a pure material.

These pure materials are called end-members; they can be identified by
several algorithms and are usually required for spectral unmixing.

We rely here on the N-FINDR [Win99] algorithm to extract a predefined
number of end-members from a given image; end-members are extrema
of the maximal volume simplex.

B
a
n
d

i

Band j

End-member A End-member B

End-member C

Spectra under comparison

Maximum (dilation)

Minimum (erosion)

Proposed Ordering

Once end-members m
i

have been extracted, they are used as reference
spectra to order vectors within the hyperspectral image f .

Similarly to [AL09] for ordering color hues, each pixel p is ranked based
on its distance d to the closest end-member

min
i

{d(f (p),m
i

)} < min
j

{d(f (q),m
j

)}) f (q) <
M

f (p)

A lexicographical comparison (<
lex

) is added to ensure anti-symmetry
and to provide a total ordering.

Such an ordering leads to the following results:
I dilation returns pixel values closer to end-members, thus spectrally purer;
I conversely, erosion returns spectrally more mixed images.
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Illustration on Pavia University image (9 classes)

Original image (80,90,70) Dilation, 3⇥ 3 square SE Erosion 3⇥ 3 square SE

Supervised Classification with Indian Pines (16 classes)

AVIRIS sensor, 145⇥ 145 pixels, 200 bands; Random Forest classifier (setup of [DBWB10]).
16 end-members, Euclidean distance; DMP of size 4+1+4 computed on 16 bands (regular sampling).

Class Set Size MARG (s.dev) NORM (s.dev) SAD (s.dev) ENDM (s.dev)

Alfalfa 46 94.99 (1.74) 91 (1.71) 97.87 (1.74) 97.21 (1.91)
Corn-notill 1,428 60.71 (1.85) 56.69 (1.49) 39.68 (1.87) 59.5 (1.69)
Corn-mintill 830 76.48 (1.63) 70.13 (1.23) 43.05 (1.63) 73.54 (1.54)
Corn 237 90.95 (1.96) 91.69 (1.53) 76.92 (1.42) 93.99 (1.62)

Grass-pasture 483 86.51 (1.85) 83.86 (1.86) 61.73 (1.41) 87.04 (1.87)
Grass-trees 730 89.8 (1.84) 85.34 (1.67) 78.08 (1.31) 91.88 (1.65)

Grass-pasture-mowed 28 99.77 (1.45) 100 (0.14) 100 (0.11) 100 (0.4)
Hay-windrowed 478 97.65 (1.85) 99.16 (1.12) 97.34 (1.63) 99.89 (1.9)

Oats 20 100 (0.2) 96.4 (0.34) 94.8 (1.62) 100 (0.44)
Soybean-notill 972 70.53 (1.01) 66.19 (1.45) 53.8 (1.41) 72.57 (1.83)
Soybean-mintill 2,455 67.49 (1.84) 57.52 (1.57) 41.49 (1.73) 70.71 (1.95)
Soybean-clean 593 76.77 (1.9) 72.55 (1.15) 47.23 (1.92) 76.01 (1.84)
Wheat 205 97.99 (1.85) 97.59 (1.46) 96.66 (1.28) 98.4 (1.8)
Woods 1,265 93.11 (1.96) 88.86 (1.27) 75.59 (1.73) 92.51 (1.5)

Build.-Grass-Trees-Drives 386 94.95 (1.84) 84.15 (1.83) 80.5 (1.84) 95.43 (1.41)
Stone-Steel-Towers 93 99.04 (0.98) 97.31 (0.84) 94.70 (1.85) 98.94 (1.62)

Average Accuracy 87.3 (1.65) 83.65 (1.29) 73.72 (1.53) 87.98 (1.56)
Overall Accuracy 77.76 (1.95) 72.27 (1.55) 57.36 (1.74) 78.58 (1.81)

Conclusions

We propose an ordering relation based on end-members allowing to
I apply Mathematical Morphology to hyperspectral remote sensing;
I rely on domain/image knowledge, expressed with physical foundations;
I deal with multiple classes of interest, not only background/foreground;
I avoid the need for training samples, leading to unsupervised strategies.
Future directions include
I compute end-members from a spectrally consistent set of hyperspectral
images, leading to an image-independent ordering;

I evaluate the impact of high flexibility level though the design of
application specific ordering relations;

I design a full parameterless scheme by using another end-member
extraction technique, that could also provide better classification results.
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Exploit	prior	knowledge!
• Labelled	samples
A	classwise	supervised	ordering	approach	for	morphology	based	
hyperspectral	image	classification	(ICPR’12)

• Spectral	endmembers
An	end-member	based	ordering	relation	for	the	morphological	
description	of	hyperspectral	images	(ICIP’14)

But	not	embedded	into	trees	yet

Vector orderings for hyperspectral data

Figure 1. Overview of the proposed method
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serves the correctness of all learning samples. Hence
this step is fully automatic and does not require any user
participation.

Figure 2. The normalized measure (black
is high) of belonging to the class is illus-
trated in the following example (left) be-
fore smoothing (right) after

4. Experiments & Discussion

In order to test its validity, our approach has been
tested using the Pavia University dataset. This hyper-
spectral image has been captured thanks to a ROSIS
sensor during a flight campaign over Pavia, Northern
Italy. The image size is 610⇥340 pixels, with 103 spec-
tral bands.The geometric resolution is 1.3 meters. The
available ground truth differentiates 9 classes which are
presented in Fig. 3.

Three series of experiments have been conducted for
this purpose. In each experiment, only 30 random sam-
ples of each class were drawn from the ground truth and
used as a learning set. The experiments were repeated
20 times each so as to lower the importance of the ran-
dom selection of learning samples. This is why in the
performance table a mean accuracy is given, along with
its standard deviation. In a first series of experiments,

the image was directly processed without alternating se-
quential filters. This amounts to consider directly the
spectral pixel signatures along with a Perturbo classifi-
cation. In the second time, the EMP approach was used.
Only the three first principal components were retained
(more than 97% of total image variance), and circular
SE of 3, 5 and 9 pixels radius have been used [2]. These
choices were done with regards to the literature, but of
course it is clear that the induced parameter variability
will certainly require more extensive comparisons. On
the other hand, our approach does not involve parame-
ter tuning and is thus automatic. In all experiments, data
has been centered and normalized so that each dimen-
sion presents unitary variance. The same � value asso-
ciated to the Gaussian Kernel has been used (� = 10).

Results are presented in Table 1. Classification ex-
amples for each method are also presented in Fig. 3.
Visually, it can be seen that our method enforces a bet-
ter spatial smoothing of the different classes. Regarding
the statistics, EMP and our method enforce the same
average accuracy, while our method performs better at
overall classification. The most represented classes (1,2
and 9) are better estimated. It is also noticeable that
most of the time our method enhances the simple spec-
tral classification performed by Perturbo.

In conclusion, the proposed method even if still at its
initial stage, presents interesting results compared to the
EMP approach. By using morphological filtering it ac-
complishes exploiting spatial information, while class-
wise ordering optimization enables it to process multi-
variate data by benefitting optimally from each order-
ing’s class specific advantages. Future work will con-
centrate on adapting the classwise ordering optimiza-
tion strategy directly to morphological profiles as well
as on more extensive testing with more datasets and
classifiers using a broader range of parameters.
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Temporal data

24

Fig. 6. Illustrative results of the tree-based object selection technique with the penguin video from

SegTrack. From top to bottom: sample frames from the original sequence, associated ground truth, and

extracted objects.

leads to the following observation. This video sequence is characterized by some important motion

of the objects, whose visual impact consists in the lack of temporal connectivity between the moving

objects in the successive frames of the sequence. Besides, the video content is also blurred due to

this motion effect. Furthermore, this video is characterized by a strong visual artefact consisting in an

superimposed watermark. With the ↵-tree model considered in this experiment, this leads to some

spatio-temporal chaining effects that cannot be overcame without any post-processing or constrained

imposed on the connectivity between pixels. Let us note that the artefacts due to high motion can be

alleviated with high-speed videos. In this case, the proposed strategy looks very appealing due to its

low complexity.

In spite of a loss in accuracy, the proposed tree model appears as an efficient image/video

representation. As shown in Tab. 2, it offers a great improvement in terms of efficiency (ca. 3

orders of magnitude) over [48], which is one of the most efficient semi-supervised segmentation

techniques (while unsupervised techniques are even more computationally expensive). It thus allows

for introduction of more complex (but still tree-based) image/video analysis strategies, to ensure both

high accuracy and efficiency. To illustrate, let us recall that many video segmentation methods rely

on a first segmentation into superpixels, that might be easily produced by cutting the tree. But while

extracting superpixels from a SegTrack video requires at least 500 seconds with the most efficient

techniques from the state-of-the-art [50] (measured with a Dual Quad-core Intel Xeon CPU E5620 2.4

GHz, 16GB RAM running Linux), our algorithm is able to provide a set of superpixels in less than 50

seconds with a Java implementation and a standard laptop configuration (Dual-core Intel Core CPU

i5-3320M 2.60GHz, 6GB RAM running Linux).

DRAFT July 7, 2015
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Fast	image	and	video	segmentation	based	on	α-tree	multiscale representation	
(SITIS’12)

• Consider	the	video	sequence	as	a	3D	volume
• Compute	local	similarity	using	6-connectivity

Alpha-tree for a video sequence
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Buffering	hierarchical	representation	of	color video	streams	for	interactive	
object	selection	(ACIVS’15)

• Scalable	solution	by	buffering	partial	tree
• Store	the	subtree allowing	for	selection	
propagation	through	the	video	stream

Alpha-tree for a video stream



Constructing trees
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Fast	image	and	video	segmentation	based	on	alpha- tree	multiscale
representation	(SITIS’12)
Efficient	schemes	for	computing	alpha-tree	representations	(ISMM’13)

• Large	datasets	bring	computational/memory	issues
• Parallelization	strategies	are	appropriate
• Merging	of	partial	trees	is	ensured	through	zipping
• Data	structures	matter

Scalable construction
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GraphBPT :	An	efficient	hierarchical	data	structure	for	image	
representation	and	probabilistic	inference	(ISMM’15)

• Flexible	algorithm
• Textual	representation	(interoperability)
• Efficient	access	to	raw	data	(RLE	encoding	of	
bounding	boxes)

Making trees verbose
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Hierarchical image	representation simplification	driven by	region complexity
(ICIAP’13)

• Leaf	nodes	are	the	most	simple	structures
• Inner	nodes	are	not	directly	related	to		a	complexity	
level

• Reorganize	the	tree	to	have	a	coarseness-related	index
• The	tree	can	be	subsequently	simplified

Reorganizing trees for simplification

Complexity Driven Simplification of Hierarchical Image Representations 5
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Fig. 2. The tree shown in (a) has redundant nodes, marked in gray. The levels of the
nodes are displayed on the right of the trees. By removing the redundancies we get the
tree shown in (b) (the level range [lMin, lMax) is displayed inside the nodes).

to the attribute K(·) used as a new coarseness measure for regions. An attribute
K(·) is said to be increasing [14] on a tree if the attribute value of a parent m
node is always greater than or equal to the attribute values for all its children
ni: K(m) ≥ K(ni).The coarseness measure used must be an increasing attribute
(discussed in Sect. 1), and the algorithm assumes that the values of this increas-
ing attribute were assigned to the nodes of the tree before the transformation.
Many interesting attributes (e.g. intensity range, component area) can be as-
signed to nodes directly during tree construction. More attribute possibilities
can be found in [12, 15], but the final choice always depends on the intended
application and known properties of object of interest and image domain.

Transformation results can be interpreted as a hierarchy formed by stacking,
for threshold values ranging from zero to maximal value of the attribute, the
leaf nodes of trees obtained by performing attribute filtering [12] on the original
tree with an increasing attribute. The result is a tree representation of this
hierarchy with no redundancies. A node present as a leaf in the hierarchy after
an attribute filtering with a threshold T will have T included in its level range in
the result. After the transformation, the tree cuts stacked to produce a new tree
can be directly accessed. This definition extends easily to attributes that take
continuous values, where the node can belong to a continuous range of levels.

3.1 The Algorithm

Assuming no redundancies and that the attribute values are already calculated
for every node, the algorithm can be described in very simple terms: in a bottom-
up traversal of the tree, if we discover a node with an attribute value equal to
the attribute value of its parent, we should add all the child-nodes of this node
to the children set of its parent, and then delete the node. This is summarized in
Algorithm 1. The attribute value assigned to a node in the original tree becomes
the minimal level of that node if the node is kept after the transformation. The
tree before and after the transformation is shown in Fig. 3(a) and 3(b).

If the tree is stored in the straightforward way, the memory requirements
are proportional to number of image pixels (c.f. Sect. 3.2). Highest cut of the
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Fast	image	and	video	segmentation	based	on	α-tree	multiscale representation	
(SITIS’12)

• User	selection	=	a	single	pixel	(=	a	leaf)
• Appropriate	scale	is	defined	by	studying	the	size	
evolution	among	alpha	values	(=	slope	break)

Interactive segmentation using alpha-tree

Figure 6. Illustration of video matting

perfect, they are very promising since we have not optimized
the parameter settings yet. Let us precise that only 70% of
the image content is analyzed (the insignificant nodes are
removed). We can thus modify the PM measure to deal with
such an incomplete segmentation, leading then to a new PM
value of 87%. Of course, manual tuning of the parameters
may lead to better results on some images, e.g. up to PM
equal to 97% in our experiments.

C. Interactive video matting

Besides automatic image segmentation, the proposed
scheme can also be used in an interactive framework. In
this case, the user is expected to pick one or several pixels
from which relevant branches from the ↵-tree are extracted.
This processing is also known as image matting in the
computer vision and graphics community and provides, for a
given pixel or area, the main object-of-interest it belongs to
(together with his edges). Since our algorithm comes with
a very small computation time, it has been experimented
in the context of matting of still images but also of video
sequences. For the sake of conciseness, only experiments on
video matting are presented here.

We show in Fig. 6 the matting of 5 objects-of-interest
marked by the user on the middle frame. Only a sample of
the video frames are shown. We can observe that objects are
accurately extracted. This process is achieved in less than a
few milliseconds once the tree has been fully built. Indeed,
the online matting has a complexity equals to O(log(A)),
with here A = 256.

V. CONCLUSION

In this paper, we have considered the ↵-tree image model
in the context of image segmentation. From an in-depth
study of the tree properties, we have introduced some
relevant features to drive the segmentation process. The
subsequent image segmentation algorithm comes with a low
complexity thanks to an efficient implementation scheme.
Moreover, this make possible to use this algorithm both
in an interactive way and with video data. Preliminary
results obtained with the Berkeley Segmentation Dataset are
promising and appeal for further studies.

More precisely, the tree structure has to be further ex-
plored to understand how it can provide more image knowl-
edge. Since it shares some similarities with the concept
of MSER (Maximally Stable Extremal Region) [11], a
comparative study is worth being achieved. Besides, various

information (object size, edge sharpness) might be extracted
to distinguish between object-of-interest and other objects in
an automatic fashion. We are also replacing the manual and
empirical step for parameter settings by a machine learning
strategy, relying on a genetic algorithm. For experimental
setups such as the Berkely Segmentation Dataset, the avail-
ability of some reference segmentation maps has indeed to
be exploited. Finally, following this first experiment, we
would like to consider other tree models (i.e. hyperconnected
trees [12]) in such a segmentation paradigm.
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Fast	image	and	video	segmentation	based	on	α-tree	multiscale representation	
(SITIS’12)

• 2	steps:
• Top-down:	characterization	of	nodes	

(average	brightness	and	hue)
• Bottom-up:	selection	of	appropriate	nodes

• This	is	only	a	partial	segmentation!

Automatic segmentation using alpha-tree
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Buffering	hierarchical	representation	of	color video	streams	for	interactive	
object	selection	(ACIVS’15)

• More	advanced	selection	scheme	(bounding	box)

• Dynamic	request	of	user	input
• Significant	gain	in	performance

Segmentation of video streams
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Fig. 5. Evolution of the error rate (ratio of mislabelled pixels per frame). Crosses
denote frames where user input was required.

complex tree models, e.g. binary partition tree [6, 16]. Improving the way the se-
lection is propagated between two successive frames can be ensured by exploiting
the object motion that is not taken into account yet. Furthermore, the introduc-
tion of probabilistic models would strengthen the robustness of the method and
could also lead to better accuracy (as demonstrated recently with binary parti-
tion tree-based image segmentation [1].

More generally, we also consider applying the hierarchical representations
to other computer vision problems that are facing computational and memory
issues. Indeed, the proposed framework is particularly adapted to online settings.
As such, a fully automatic solution that will not require manual initialization
will be also appealing for addressing big video data.
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Ours [21] [10]
birdfall 313 (0.003) 405 (0.005) 189 (0.002)
parachute 1337 (0.009) 1042 (0.007) 228 (0.002)
girl 6632 (0.052) 8575 (0.067) 2883 (0.023)
time 11–27 480–600 120–180

Table 1. Comparative results for interactive object selection. Accuracy is expressed
as the average number (and ratio) of mis-segmented pixels (false positive plus false
negative) per frame. Runtime is provided in seconds. Results are reported from [10].

of the results obtained with our method is given in Fig. 4, with the error rate
per frame plotted in Fig. 5. On this parachute sequence, user selection has
been required 4 times. This is due to the complexity of the video sequence, with
some important changes in both object illumination and pose. While these user
inputs allow preventing a severe increase of the error rate, they were not su�-
cient enough to keep it as low as on the first frames of the video sequence (for
which the tracking was less challenging).

Comparative results are provided in Tab. 1. We can see that the proposed
method performs slightly better than [21], but worse than [10]. Let us recall
that we are not using any motion information conversely to the state-of-the-
art. Furthermore, the proposed approach is still deterministic while probabilistic
models have achieved great successes in computer vision for decades. Besides,
the ↵-tree model considered here leads to some spatio-temporal chaining e↵ects
that cannot be overcome without any post-processing or constraint imposed on
the connectivity between pixels. These di↵erent limitations are directions for
future work.

More interestingly, we can observe from Tab. 1 that the proposed solution
based on tree structures brings a significant gain in terms of performance. The
reported runtime of our method is 6 – 11 times less than [10], and 22 – 43
times less than [21] (let us note however that the implementation and runtime
details, e.g. coding langage, CPU speed, etc. are not provided in [10, 21]). Our
method has been benchmarked on a Java implementation and a standard laptop
configuration, thus allowing fair comparison with recent works from the state-of-
the-art. We have observed CPU time wastes due to the Java Garbage Collector
that call for further optimization.

We believe that it is possible to build upon the proposed technique to in-
troduce more complex (but still tree-based) video analysis strategies, to ensure
both high accuracy and e�ciency. To illustrate, let us recall that many video
segmentation methods rely on a first segmentation into superpixels, that might
be easily produced by cutting the tree. But while extracting superpixels from a
SegTrack video requires at least 500 seconds with the most e�cient techniques
from the state-of-the-art [24] (measured with a Dual Quad-core Intel Xeon CPU
E5620 2.4 GHz, 16GB RAM running Linux), our algorithm is able to provide
a set of superpixels in less than 50 seconds with a Java implementation and a
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Hyperspectral	image	classification	from	multiscale description	with	
constrained	connectivity	and	metric	learning	(WHISPERS’14)

• Regular	sample	of	omega	values
• Attributes:	size,	spectral	mean,	variance
• One-against-one	SVM,	5%	for	training

Supervised features from hyperspectral data

in the context of remote sensing. A marginal strategy was
suggested, where both ↵ and ! criteria shall be fulfilled in all
spectral bands to build the (↵,!)-CCs. This presents several
drawbacks: i) each band is processed independently of the
others, ignoring the possible correlation among bands; ii) the
same (local or global) range is imposed on all bands of the
image, while the behavior of spectral signatures of different
materials might vary very much in the observation spectrum.

Conversely, a purely vectorial solution was recently pro-
posed [9]. Assuming a total ordering can be imposed on pixel
values, each pixel is described by its rank within the pixel
value space. The range of the multivariate set is then defined
as the range of the ranks within the set. While this approach
exhibits appealing properties, it still requires the definition of
a total ordering. To do so, the standard lexicographical order-
ing or one of its variants needs to prioritize the image chan-
nels. While this is possible for color images [10], there is no
adequate solution for hyperspectral data yet.

3.3. Efficient overestimation for hyperspectral images

Considering the computation of the global range cannot be
achieved efficiently on multivariate data such as hyperspectral
images, we suggest here to rely on an overestimation of it.
This approximation is relevant as long as the overestimated
global range is still an increasing criterion w.r.t. ↵.

Representing an ↵-CC by the set of multivariate data it
contains, the simplest scheme to overestimate its global range
is to compute the diagonal of the set. To do so, we can approx-
imate the set by its bounding box. We only need then to store
the minimum and maximum values within each band, which
could be very easily updated when merging two ↵-CCs.

However, the overestimation error will increase exponen-
tially with the number of dimensions. So we rather rely on the
diameter of the bounding sphere. It is known that this tech-
nique leads to much lower estimation error than the bounding
box one, when the number of dimensions is high (e.g., in the
case of hyperspectral images). Similarly to the case of the
bounding box, we can rely on efficient schemes to compute
bounding spheres. We only need to store the center of the
sphere (i.e., the center of gravity of the set of pixels contained
in the ↵-CC), as well as its radius (i.e., the distance between
the center and the furthest element within the ↵-CC, which
might not correspond to an actual observed pixel). When
merging two ↵-CCs, updating these attributes is trivial: the
new center of gravity is a linear combination of the centers
of gravity of the two ↵-CCs to be merged (we also store the
↵-CCs size); its furthest element is the extreme point at the
surface of one of the two spheres from the merging ↵-CCs.

4. EXPERIMENTS

We consider two widely benchmarked hyperspectral images
acquired by the ROSIS sensor: a part of Pavia center (Fig. 1),

similarly to our previous work [2], and Pavia University, re-
spectively made of 102 and 103 spectral bands. The first is
a 1096 ⇥ 715 image, containing 27,019 labeled pixels. The
second contains 610 ⇥ 340 pixels, among which 42,776 are
labeled. Both contain nine reference classes of urban, soil
and vegetation features. In order to classify the pixels, we
consider two settings for pixel feature computation:

• features are directly the values in the spectral bands;

• features are derived from an ↵-tree: we extract (↵,!)-
CCs from the ↵-tree using a regular sample of ! val-
ues, and describe each of them with its size, its within-
cluster variance, and the mean spectral signature (aver-
aged over all pixels of the (↵,!)-CCs) of all its bands.
Concatenation of these descriptors for all sampled !
values constitutes the complete set of features.

We focus on one-against-one SVM (e.g., see [11]) to perform
the classification, using the R implementation Kernlab [12].
We restrict ourselves to a Gaussian kernel, for which admis-
sible couple of parameters C, that controls the effect of mis-
classified pixels, and �, that controls the spread of the kernel,
have been defined using a grid search. The best set of param-
eters is then chosen using a repeated random sub-sampling
scheme by running 10 experiments on each couple of param-
eters. On both cases, we use 5% of randomly chosen pixels
to learn the classifier. The ↵-tree has been computed using a
metric learned from the data, where the same 5% of the pix-
els have been integrated into sets of must-link and cannot-link

constraints in order to learn the distance metric. 10 values of
! have been chosen to construct the tree-derived features.

Pavia University Pavia Center

Method OA (%) OA (%)
Spectral bands features 93.19 ± 0.19 93.37 ± 0.90
Tree-derived features 98.14 ± 0.25 97.00 ± 0.62

Table 1. Mean ± standard deviation of overall accuracies
(OA) computed over 10 repetitions for the 2 tested methods.

Tab. 1 reports the overall accuracies and Fig. 1 shows the
pixels that have been correctly or mis-classified. We note that
the tree-derived features gives the best classification results. It
allows one to implicitly take into account spatial information,
leading to less isolated pixels in the classification map.
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Fast	building	extraction	by	multiscale analysis	of	digital	surface	models	
(IGARSS’15)

• Trees	can	be	built	on	non	optical	data	(e.g.	DSM)
• Build	an	alpha-tree	
representation	
of	DSM	data

• Perform	rule-based	classification

Classification of DSM data

Fig. 1. Sample tiles area 5 (top) and area 7 (bottom). From
left to right: greyscale DSM image, reference map (ground
truth), and result provided by our method (unclassified pixels
are shown in grey).

Tile No. I B L T C
area 1 0.46 0.65 0.12 0.21 0.12
area 3 0.51 0.64 0.12 0.19 0.11
area 5 0.55 0.76 0.08 0.13 0.16
area 7 0.48 0.57 0.11 0.25 0.13
area 13 0.42 0.43 0.14 0.14 0.04
area 15 0.43 0.46 0.20 0.19 0.07
area 17 0.33 0.59 0.14 0.12 0.01
area 21 0.54 0.45 0.15 0.21 0.08
area 23 0.38 0.52 0.28 0.26 0.04
area 26 0.53 0.57 0.08 0.18 0.13
area 28 0.53 0.58 0.21 0.24 0.11
area 30 0.57 0.61 0.20 0.23 0.12
area 32 0.72 0.59 0.06 0.23 0.19
area 34 0.46 0.67 0.09 0.24 0.08
area 37 0.36 0.65 0.09 0.18 0.03
average 0.51 0.58 0.14 0.20 0.09

Table 1. Classification accuracy (F1-scores) of the proposed
method for all evaluated tiles and classes: (I)mpervious sur-
faces, (B)uildings, (L)ow vegetation, (T)rees, (C)ars.

dataset (and reported on the contest website), we use here
only the DSM file. Thus we do not exploit any color / spectral
information, while such information is crucial (for instance to
distinguish between tree / vegetation and other classes). It
is then not surprising that the method performs poorly with
some of the classes, as shown in Tab. 4 and the last column
of Fig. 4. While the buildings (blue) are correctly detected,
the low vegetation and trees cannot be handled satisfyingly.
Let us note however that these presented results are prelimi-
nary, and the combination of DSM and TOP images within a
unique hierarchical model is an objective of future research.

As described in Sec. 3, the classification procedure scans
the tree and assigns each node to a class following some pre-
defined rules. These rules simply consists in checking if the
node properties fall into a predefined interval (one per class
and per property). The full list of parameters used to process
the dataset is given in Tab. 4. Object size is measured in dm2.
The grid size is used to identify pixels from which the lowest
height is locally computed. Slope is measured in m/dm.

The role of parameter tuning is also crucial for the method
to perform well. To illustrate, we provide in Fig. 4 another
sample from the Vaihingen dataset (not from the 2D Seman-
tic Labeling Contest). As we can see, the proposed method
can lead to accurate classification between buildings, roads,
trees, cars, and steeples even when relying only on the DSM
data but considering several subclasses (or parameter sets). In
this experiment, a postprocessing has been involved to assign
a class to all unclassified pixels. Furthermore, this process is
achieved very efficiently since the complexity of the whole
process is linear w.r.t. the number of pixels. Indeed, comput-
ing the tree and its attributes from a 400 MPixels image re-
quires less than one minute on a standard modern computer.
The following steps are achieved even more efficiently thanks
to the tree structure.

Efficiency of the proposed approach is indeed one of its
main advantages. The most time-consuming step is the con-
struction of the tree that can be built offline (40s for each tile
area X). Computing height and ancillary properties for each
node is relatively straightforward (5s) and can also be done
offline. The last step, i.e. the two-pass top-down classifica-
tion procedure based on predefined rules is very fast (3s) and
can be conducted interactively (allowing the user to modify
the rules by tuning the parameters before launching a new
classification run). Furthermore, let us note that these CPU
time include the image display cost, and have been obtained
with a Java implementation using a standard laptop.

5. CONCLUSION

This paper aimed to explore how a hierarchical image rep-
resentation (namely the ↵-tree model) can be used to derive
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Figure 3: Repeatability, matching score and number of correct matches for select represen-
tative datasets of the Mikolajczyk et al. [24] framework (the labels on the x-axis correspond
to severity of the transformation present in the particular dataset). Datasets in shown (b)–(d)
are the ones with the lowest number of MSER detections in the framework (i.e. where the
increase in the number of correspondences is the most valuable

5.2 Image retrieval

For the second experiment, we compare the detector performance in an image retrieval setup.
RootSIFT [2] descriptors are calculated for the detected regions, and the VLAD indexing
scheme [17] is then used to obtain global image descriptors. Before feature detection and
description, we have resized the images from all datasets to a maximum of 786432 pixels
and performed a slight intensity normalization, similarly to [16]. The vocabulary is created
based on the ’paris6k’ dataset, containing 6392 images of Paris landmarks [31].

Evaluating the performance was done on two different datasets: the INRIA ’holidays’
[16] and ’oxford5k’ [30]. The ’holidays’ dataset contains a total of 1491 images, sorted in
500 different groups, and includes a variety of scene types. The ’oxford5k’ comprises 5062
images of Oxford landmarks as well as distractor images.

The performance is measured in terms of Mean Average Precision (MAP), based on

Beyond	MSER	:	Maximally	stable	regions	using	tree	of	shapes	(BMVC’15)

• MSER	regions	of	interest	are	efficiently	
extracted	using	min/max-trees

• Change	the	underlying	structure
• Alpha-tree
• Tree	of	Shapes

Extracting salient features
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(a) (b)

Figure 2: Detections using the tree-based MSER implementation are shown in (a), and the
ToS-MSR output is shown in (b). The outputs of both detectors are calculated for the first
image of the ’bikes’ dataset from the Mikolajczyk et al. [24] framework.

to the sum of consecutive distances of all the nested regions on a path Rk ✓ Rk0 ✓ · · · ✓
Rkx ✓Rl and is equal to:

d(Rk,Rl) = |k� k0|+ |k0 � k1|+ · · ·+ |kx � l|. (4)

.

4.2 Detector construction

In order to obtain a competitive tree-based detector by applying the algorithm from [28] on a
different component tree, two different conditions must be met. First, the construction com-
plexity of the chosen tree must be low enough to ensure acceptable detector speed. Second,
a distance between any two nodes in a nested region sequence in the tree needs to be defined.

A simple attempt in constructing a ToS based detector similar to MSER was put forward
in [8]. However, it was never deeply explored as there were no efficient state-of-the-art
construction algorithms for ToS. Also, the proposed stability function was only based on the
direct parent in a nested sequence, and thus it was not possible to parametrize the desired
stability well. However, the near-linear construction algorithm proposed recently by Géraud
et al. [14], together with the pair-wise distance in Eq. (4) between the nodes of the ToS, make
substituting the Min and Max-trees in [28] with the ToS a viable option.

The resulting detector, the Tree of Shapes based Maximally Stable Regions (ToS-MSR)
responds to similar regions as the original MSER detector but provides more features. The
regions are still of arbitrary shape, but no longer have holes present. While this still allows
exploiting shape information in region descriptors, it also benefits the results when affine
construction methods are used to transform the detected, distinguished regions into mea-
surement regions. A common approach of fitting an ellipse based on the second order region
moments will result in better centralized ellipse region used as the descriptor input due to
the lack of holes in the regions. It only uses the one, self-dual, tree to determine the salient
regions and thus also provides spatial relations between all the regions as a single hierarchy.
The regions detected by the tree-based MSER implementation and the ToS-MSR detector
are displayed in Fig. 2.

BOSILJ, KIJAK, LEFÈVRE: BEYOND MSER: MSR USING TOS 9

detector
’holidays’ ’oxford5k’

features MAP features MAP
mean high mean high

MSER 914.78 0.434 0.451 874.02 0.227 0.252

tree MSER 1000.57 0.419 0.431 931.08 0.222 0.232
ToS-MSR 1295.85 0.451 0.462 1160.98 0.239 0.250

Table 2: Results of the image retrieval experiments, using ’paris6k’ for vocabulary training
for the VLAD indexing, and ’holidays’ and ’oxford5k’ for validation. Mean and best MAP
values over 8 experiments with randomly reinitialized vocabulary.

8 repetitions of the experiment (reinitializing the vocabulary every time) and is shown in
Table 2. The proposed detector outperforms both versions of MSER, with a small but con-
sistent increase in the number of features (when compared to detectors with many responses,
e.g. Hessian-Affine which produce up to 4 times more detections than MSER). The increase
is present in all three datasets used (’holidays’ not shown), ranging from 20–30% compared
to tree-based MSER implementation and 30–40% when compared to the provided imple-
mentation. A lower performance on the ’oxford5k’ dataset as compared to ’holidays’ is most
likely due to the increased dataset size as well as the distractor images present.

6 Conclusion and discussion

In this paper we demonstrate successfully changing an underlying tree in the MSER detec-
tion algorithm to produce Maximally Stable Regions (MSR) based on pixel ordering different
than intensity. The proposed ToS-MSR detector reports similar repeatability and matching
scores (within 5% difference on 7 out of 8 considered dataset with the exception shown in
Fig. 3(d)) in the matching framework focusing against robustness against image transforma-
tions. Moreover, we also apply the detector to the context of image retrieval, and outperform
the MSER detector in a large scale retrieval experiment in terms of Mean Average Precision,
using two datasets representing a variety of scenes. As part of future work, testing against
other state-of-the-art detectors (as well as performance in combination with complementary
detectors) is planned.

Using a ToS as the underlying tree changes the properties of the detected features ac-
cording to the tree properties and results in features without holes but still of arbitrary shape
(inducing better positioning of the measurement regions as inputs to descriptor methods). It
also organizes the detected regions in a single hierarchy, encoding spatial relations between
the features. Analyzing general tree characteristics (i.e. number of nodes, distribution of their
sizes, distribution of nodes through tree levels) as part of the future work could prove use-
ful in determining the optimal parameter choices allowing for good-quality regions without
overly restricting the number of responses.

A modest increase in the number of detections (between 20 and 40%) helps with the
drawback of the sometimes too-sparse MSER detector, while staying low enough as to not
significantly effect indexing and search speed in retrieval. Recent advances in the ToS con-
struction algorithms (as well as the detector using a single tree instead of two) allow for
competitive detector speed as well. Combinations with other known MSER improvements
[11, 12] could also be considered.
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Short	local	descriptors	from	2d	connected	pattern	spectra	(ICIP’15)
Local	2D	pattern	spectra	as	connected	region	descriptors	(ISMM’15)

• Measure	attribute	distributions	through	2D	histograms

• Adapt	the	pattern	spectra	to	a	local	scheme

• Descriptors	are	more	compact	than	SIFT	for	a	similar	
characterization	power

Local descriptors
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Fig. 3: Summarized experimental results on ucid5 (using 5–1 exam-
ples per category), ucid4 (4–1 examples) and ucid3 (3–1 examples).
Only the highest precision per dataset is shown.
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Fig. 4: A comparison between LPS using 10 × 6 and 9 × 6 bin-
ning. The difference in highest and lowest achieved precision (for
w ∈ [0.0, 1.0]) between the two descriptor versions is shown for
the examined datasets (positive difference in favor of 10 × 6, and
negative for 9 × 6).

mean average precision at 5 (MAP@5) and precision at one (P@1).
All experiments were performed for aw from range [0.0, 1.0] (like in
Fig. 2(a)), but to carry out an unbiased comparison, only the highest
MAP@5 and P@1 are taken into account for each descriptor when
the results are summarized.

4. ANALYSIS OF THE RESULTS

We compared the performance of SIFT with that of our LPS de-
scriptor. The results for ucid5 through ucid1 for a (reduced) range
of weights w and the best LPS and MSER parameters are shown in
Fig. 2, with a summary in Fig. 2(f). Note that the category weight w
disappears as a parameter when the descriptors are aggregated.

Both the number of categories and the number of examples per
category influence the performance. To investigate the influence of
decreasing only the number of examples, we repeated the experi-
ments on subsets of ucid5–ucid3, using less examples per category.
These results are shown in Fig. 3. As expected, the performance
of both descriptors declines both for increasing the number of cat-
egories, and decreasing the number of examples while keeping the
category number constant. However, the rate of precision decline
w. r. t. number of examples per category looks moderately lower for
the LPS than for SIFT, indicating that using less examples with LPS

than with SIFT may be sufficient to achieve desired performance.
Based only on Fig. 2(f), our descriptors give comparable results

to the SIFT descriptors for ucid5 – ucid3, and perform slightly worse
for ucid2. However, these results should be considered jointly with
the experiments summarized in Fig. 3. When we decrease the num-
ber of examples in the ucid5 and ucid4 datasets (making the clas-
sification problem harder), the LPS descriptors clearly outperform
SIFT on these datasets. On the last subset, ucid1, our method is sig-
nificantly outperformed by SIFT descriptors. However, this is the
dataset with the largest number of categories but only one example
per category. It is known that a certain minimal number of examples
(growing with the increase in the number of categories) is required,
otherwise the results of classification using such a model can de-
pend on chance. Because of this, the results on this subset are not as
reliable as the results on ucid5–ucid2, and further testing on larger
databases (including varying the number of categories for a constant
number of examples) has to be done.

We also looked into an alternate set of parameters, producing a
shorter descriptor. The performance comparison of a LPS using a
10 × 6 and a 9 × 6 binning is shown in Fig. 4. The comparison
is shown for varying number of example images, on ucid5–ucid1
datasets as well as on the ucid5 dataset with a varying number of
examples. It can be seen that the best performance achieved is very
close for both descriptors (the full lines), not being clearly in favor of
any choice of parameters. This justifies using a shorter version of the
descriptor, if performance speed (caused e. g. by a large number of
regions used) is an issue. However, the dashed lines indicate that the
larger descriptor is more stable for varying category weights. Even
if this is no longer a parameter in an approximate search setup, we
expect it to be beneficial to descriptor performance and thus chose
to work with the larger, 10 × 6 version.

Apart from their performance, the proposed LPS descriptors
have another advantage. In addition to the description calculation
process being slightly faster for the pattern spectra than for the SIFT
descriptors, our descriptors length is only 52% of the length of
SIFT (47% in case the shorter descriptor is used). Using the LPS
descriptors gives roughly a 4 times gain in query speed over the
SIFT descriptors on an index of the size 262 (ucid1 dataset). This
suggests that (especially in large scale CBIR systems), we can use
more example images in order to enhance the precision, while still
performing faster than SIFT.

5. CONCLUSIONS AND FUTUREWORK

LPS outperforms SIFT on two datasets while keeping comparable
results on the others, all with a descriptor half the size of SIFT. It
is probable that better results could be achieved by combining the
current pattern spectrum with pattern spectra based on other shape
attributes, like in [11].

As the current LPS is only rotation and translation invariant, we
are working on improving the scale-invariant LPS to reach the per-
formance of the current descriptor. Further experiments have to be
carried out to compare the performance of the scale-invariant and
scale-variant LPS on a database with a focus on scale change. Algo-
rithmic improvements are also being considered [20].

Due to the promising results on the subsets of the UCID dataset,
we want to perform more extensive testing, with a large scale CBIR
system using approximate search. Comparing LPS using a different
distance, or even a divergence (e.g. [24]), should be considered as
the L1 distance was designed to compare vectors of scalar values.
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Satellite	Image	Retrieval	with	Pattern	Spectra	Descriptors

• Pattern	spectra	can	be	computed	at	various	scales:	
globally,	on	features,	as	well	as	patches

• Outperform	existing	morphological	features

Satellite image retrieval using tree-based features

Fig. 1. Merced dataset

Our final choice of patch size is 80⇥80 with 16 pixels distance
between patch center (cf. Fig. 2 for the results of the tuning
experiments). The tuning experiments regarding patch and
overlap size were done with the histograms of size 6⇥4, for the
efficiency of the calculation. A larger histogram of size 8⇥ 6
was chosen for the final evaluation, giving an improvement
over the smaller size and producing descriptors of length 96.
We only report the results using CNC, as combination with
other shape attributes as well as processing the RGB channels
separately does not result in improvement over the base local
approach and greatly increases the complexity of the approach.

Finally, we attempt a multi-scale approach based on a
pyramid of patches. Here, we start with patch size 32 ⇥ 32
and the size of patch increases for each level of the pyramid
(2⇥ along each dimension), so the scale-invariance of LPS
becomes relevant. We report the results of this approach both
with scale-variant version of LPS [10] as well as with choosing
a common reference scale to achieve scale invariance [9]. The
distance between patch centers is again set to 16. The length of
the descriptors is 96, the same as for the base local approach,
but with three times more descriptors.

For both single-scale and pyramid approach using LPS, we
use VLAD indexing to produce global image descriptors [25],
using 8 cluster centers. We use a random subset of the Ima-
geNet 2010 Validation set for building the visual vocabulary
for VLAD, which is consequently formed both independent of
the evaluation dataset as well as of its geographical context.
The same approach to extracting descriptors as well as the
same patch size (stopped at 256⇥256 for pyramid approaches)
was used as for the evaluation dataset.

IV. RESULTS AND DISCUSSION

With our base GPS approach, we outperform both previ-
ously proposed global and local morphological approaches
based on texture [6], [23], as well as the seminal SIFT
approach on this dataset [22]. Combining two different shape
attributes is the preferred technique for improving this base

TABLE I
THE RETRIEVAL PERFORMANCES OF DIFFERENT LOCAL AND GLOBAL

APPROACHES ON MERCED DATASET

approach ANMRR

SIFT (on keypoints, [22]) 0.601

dense SIFT ([3]) 0.4604
(using VLAD)

global texture descriptors ([6]) 0.575

local texture descriptors ([23]) 0.585
(Bag of Words)

GPS - Area + CNC 0.579

GPS - Area + SE 0.670

GPS - both shape attributes (CNC + SE) 0.557

GPS - RGB decomposition (Area + CNC) 0.562

dense LPS (Area + CNC) 0.538

pyramid LPS (scale variant) 0.534

pyramid LPS (common scale 64⇥ 64) 0.529

results while still working with global descriptors. It results
in a bigger performance improvement than decomposing the
image into channels and is suited for possible use on images
with more than three channels.

Further improvements are achieved by using a dense local
approach, and that only by using 144 descriptors per image.
However, the biggest improvement comes from using the
scale-invariant LPS [9], reporting the best results with pattern
spectra of 52.9%ANMRR. While it still remains to outperform
the dense SIFT descriptors [3], which produce state of the art
results on the dataset, we show here an improvement over
previous morphology-based approaches as well as the seminal
SIFT approach to retrieval on this dataset.

IIM	2015	teaser
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A	subpath kernel for	learning hierarchical image	representations (GbR’15)

• Kernels	methods	are	very	popular	in	machine	learning	
(e.g.	SVM)

• Image	trees	are	large,	unordered	and	with	numeric	
attributes

• Existing	tree	kernels	need	to	be	adapted

Kernels on trees

18/21

Introduction Subpath kernel Experiments Conclusion

Remote sensing dataset

Data generation: HSEG hierarchical segmentation

Strasbourg dataset. Left: Color composition of a multispectral Quickbird image, c�DigitalGlobe, Inc. Right:
examples of RHSEG segmentations at di↵erent scales (top: associated ground truth map with 400 regions).

Method OA[%] AA[%]  time
Rooted kernel, with Gaussian atomic kernel 53.1 (3.0) 56.2 (2.9) 0.447 (0.03) 1.4
Subpath kernel, with Gaussian atomic kernel 58.4 (2.6) 60.8 (2.9) 0.498 (0.03) 19.5

Rooted kernel, with �2 atomic kernel 57.8 (2.2) 61.3 (2.6) 0.494 (0.03) 2.7
Subpath kernel, with �2 atomic kernel 61.4 (2.8) 64.4 (2.9) 0.532 (0.03) 98.8
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GraphBPT :	An	efficient	hierarchical	data	structure	for	image	
representation	and	probabilistic	inference	(ISMM’15)

• Graphical	models	are	very	popular	too
• Perform	Bayesian	inference	on	the	tree	structure
• A	factor	graph	has	to	be	built

Graphical Models on trees
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• Earth	Observation
• Large	data	volumes
• Heterogeneous	data	sources
• Multiscale observations

• Trees
• Standard	representation
• Efficient	processing	(and	computation)
• Scalable
• Multiscale (by	definition)

Motivations for trees for EO Mining
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OBELIX contributions

Applications
- Feature extraction
- Description
- Segmentation
- Classification
- Retrieval
- …

Complex data

Tree construction	and	management
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Other woodmen
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• From	Big	Earth	Observation	Data	to	Trees
• Multivariate	data
• Multisource	data
• Incomplete/noisy	data
• Data	quality
• Feature	extraction

• Data	Analytics	on	trees
• Tree	similarity
• Tree	retrieval
• Classsification at	multiple	scales
• Visual	analytics

• Deliver	scalable	solutions
• Tree	simplification
• Decentralized	strategies
• Tile	mosaic	Paradigm
• Optimization	for	Cloud,	GPGPU,	HPC

Open challenges
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Introduction Method Results Conclusion

Contributions

I Automatic extraction of the road network from remote sensing data

I Adapt morphological (path) operators to a higher analysis scale (regions)

I Rely on background knowledge with HMT to avoid false positive

I Outperform SoA but challenging datasets require further improvement

Perspectives

I In-depth analysis of parameter settings (towards an automatic initialization)

I Evaluation on a larger dataset (e.g. ISPRS Test Project on Urban Classification
and 3D Building Reconstruction)

I Rely on additional information (color, texture) to deal with various material
(concrete, rock, etc.) instead of asphalt only
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