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Motion statistics at the saccade landing point: 
attentional capture by spatiotemporal features in a 
gaze-contingent reference



Motivation: Saliency, Image statistics...
• We actively sample the world in a very non-uniform way

• Attention in natural scenes is driven by low-level and high-level factors, the first 
mostly relying on early visual coding and saliency

• The environment is coded in a very efficient way (Barlow ’51)

• But WHAT actually gets coded? Natural Image Statistics, variation along 
significant dimensions

• Across-domain statistics are more informative 

2Geisler, 2008
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Figure 1
Kinds of natural scene statistics. (A ) There are two general kinds of natural scene statistics that can be measured at various stages
(domains) from environment to behavior. Within-domain statistics describe the probability distribution of a vector of properties within a
given domain. Across-domain statistics describe the joint probability distribution of properties across domains. (B ) Hypothetical exam-
ple. Suppose an organism’s task is to identify whether a randomly selected location in the retinal image corresponds to the surface of a
fruit or the surface of a leaf. The relevant property of the environment takes on just one of two possible values (! ! fruit or ! !leaf ).
The relevant property of the image is a wavelength spectrum s (the plots show a few examples of spectra for fruits and leaves).
Measuring the probability of fruit or leaf is an example of measuring p(!). Measuring the probability distribution of wavelength spectra
without regard to the source (leaf or fruit) is an example of measuring p(s). Measuring the probability distribution of wavelength spectra
separately for fruit and leaves and then combining with the probability of fruit or leaf is an example of measuring an across-domain sta-
tistic p (!, s). See text for more details.
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... Attentional capture in Dynamic Scenes
• Motion has recently gained increasing weight in computational 
models of visual attention

•Attention modulates motion processing and causally correlates with 
fixation distribution

•Goal: show how motion feature distributions at saccade landing 
points and at random points systematically differ

•Extra caveat: 

- overt attention is preceded by covert selection
- which in turn is influenced by visual acuity drop
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The Lübeck dataset

• Natural Movies category (18 sequences) from Lübeck dynamic 
stimuli dataset [Dorr et al 2010].

• 54 subjects in total, gaze data from SR Eyelink II @250Hz

• Task: “Watch the sequences attentively”.

• Different kind of motions at different scales
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The Lübeck dataset
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Gaze data parsing and saccade extraction 

• Angular velocities are computed as derivatives of a smooth 
polynomial interpolation of the original raw samples.

• Saccades on-set and off-set thresholds are determined adaptively 
as in [Nyström & Holmqvist 2010].

• Landing points follow the saccade off-set.
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Gaze velocity profile
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Gaze-contingent  processing
• Fovated processing through the selective blending of a multi-
resolution pyramid decomposition of the original image [Perry & 
Geisler 2002]
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Motion features: a look into the spatio-temporal 
domain
• Energy functions have their local maxima at edges and corners 
features (points of perceptual significance)

• Responses to linear oriented filters with a 90° phase offset, squared 
and summed produce a phase independent measure of motion 
energy 

• Gabor energy wavelet representation 
of spatiotemporal planes (x-t, y-t)
 

• 6 orientations, 3 frequency bands, 
  vertical and horizontal filtering
  -> 36 features)
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A bottom-up measure of motion saliency

• Consider only coherent motion filters

• Center-surround mechanism  to enhance outstanding regions

• Feature maps are normalized and weighted according to ‘uniqueness’ (Itti&Koch, 
2001)
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iteration of the normalization process, a given feature map
M is then subjected to the following transformation:

M!!M!M*DoG"C inh!!0 , "4#

where DoG is the 2D difference of Gaussian filter de-
scribed above, !.!!0 discards negative values, and C inh is a
constant inhibitory term "C inh#0.02 in our implementation
with the map initially scaled between 0 and 1#. C inh intro-
duces a small bias towards slowly suppressing areas in
which the excitation and inhibition balance almost exactly;
such regions typically correspond to extended regions of
uniform textures "depending on the DoG parameters#,
which we would not consider salient.
The 2D DoG filter, which is not separable, is imple-

mented by taking the difference between the results of the
convolution of M by the separable excitatory Gaussian of
the DoG, and of the convolution of M by the separable
inhibitory Gaussian. One reason for this approach is that
two separable 2D convolutions "one of which, the excita-
tory Gaussian, has a very small kernel# and one subtraction
are computationally much more efficient than one insepa-
rable 2D convolution. A second reason is boundary condi-
tions; this is an important problem here since the inhibitory
lobe of the DoG is slightly larger than the entire visual
field. Using Dirichlet "wraparound# or ‘‘zero-padding’’
boundary conditions yields very strong edge effects which
introduce unwanted nonuniform behavior of the normaliza-
tion process "e.g., when using zero padding, the corners of
an image containing uniform random noise invariably be-
come the most active locations, since they receive the least
inhibition#. We circumvent this problem by truncating the
separable Gaussian filter G, at each point during the convo-
lution, to its portion which overlaps the input map M "Fig.
4#. The truncated convolution is then computed as, using
the fact that G is symmetric around its origin

M*G"x ##
$ iG" i #

$ i!%overlap&G" i # $
i!%overlap&

M" i #G" i #. "5#

Using this ‘‘truncated filter’’ boundary condition yields
uniform filtering over the entire image "see, e.g., Figs. 5
and 6#, and, additionally, presents the advantage of being
more biologically plausible than Dirichlet or zero-padding
conditions: A visual neuron with its receptive field near the
edge of our visual field indeed is not likely to implement
zero padding or wrap around, but is likely to have a re-
duced set of inputs, and to accordingly adapt its output
firing rate to a range similar to that of other neurons in the
map.
Two examples of operation of this normalization scheme

are given in Figs. 5 and 6, and show that, similar to N(.),
a map with many comparable activity peaks is suppressed
while a map where one "or a few# peak stands out is en-
hanced. The dynamics of this new scheme are, however,
much more complex than those of N(.), since now the map
is locally altered rather than globally "nontopographically#
multiplied; for example, a map such as that in Fig. 5 con-
verges to a single activated pixel "at the center of the initial

Fig. 3 One-dimensional (1D) section of the 2D difference of Gaus-
sians (DoG) filter used for iterative normalization of the feature
maps. The central excitatory lobe strongly promotes each active
location in the map, while the broader negative surround inhibits that
location, if other strongly activated locations are present nearby.
The DoG filter represented here is the one used in our simulations,
with its total width being set to the width of the input image.

Fig. 4 Truncated filter boundary condition consists of only comput-
ing the dot product between filter G and map M where they overlap
(shaded area), and of normalizing the result by the total area of G
divided by its area in the overlap region.

Fig. 5 Iterative normalization of a feature map containing one
strong activation peak surrounded by several weaker ones. After a
few iterations, the initially stronger peak has gained in strength while
at the same time suppressing weaker activation regions. Note how
initially very strong speckle noise is effectively suppressed by the
ietrative rectified filtering.

Feature combination strategies
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Eh =
X

f

(N (CS(Rf )) +N (CS(Lf )))

Ev =
X

f

(N (CS(Uf )) +N (CS(Df )))
3.3 Linear models of visual neurons 57
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Fig. 3.6: Typical classical receptive fields of neurons early in the visual pathway. Plus signs de-
note regions of the visual field where light causes excitation, minuses regions where light inhibits
responses. a) Retinal ganglion and LGN neurons typically exhibit center-surround receptive field
organization, in one of two arrangements. b) The majority of simple cells in V1, on the other hand,
have oriented receptive fields.

sum of the image intensities, as in

r j =∑
x,y
Wj(x,y)I(x,y)+ r0, (3.1)

whereWj(x,y) contains the pattern of excitation and inhibition for light for the neu-
ron j in question. The constant r0 is the spontaneous firing rate. We can define the
spontaneous firing rate to be the baseline (zero) by subtracting it from the firing rate:

r̃ j = r j! r0, (3.2)

which will be done in all that follows.
Linear receptive-field models can be estimated from visual neurons by employ-

ing a method called reverse correlation. In this method, a linear receptive field is
estimated so that the mean square error between the estimated r j in equation (3.1),
and the actual firing rate is minimized, where the mean is taken over a large set of
visual stimuli. The name “reverse correlation” comes from the fact that the general
solution to this problem involves the computation of the time-correlation of stimu-
lus and firing rate. However, the solution is simplified when temporally and spatially
uncorrelated (“white noise”, see Section 4.6.4) sequences are used as visual stim-
uli – in this case, the optimal Wj is obtained by computing an average stimulus
over those stimuli which elicited a spike. Examples of estimated receptive fields are
shown in Fig. 3.7.

Alternatively, one could model the output as a function of the direct inputs to the cell, i.e. the rates
of action potentials received in its dendrites. This latter approach is more general, because it can
be applied to any neuron in the brain. However, it is not usually used in vision research because it
does not tell us much about the function of the visual system unless we already know the response
properties of those neurons whose firing rates are input to the neuron via dendrites, and just finding
those cells whose axons connect to a given neuron is technically very difficult.

|E(x, y, t)| =
p
Eh(x, y, t)2 + Ev(x, y, t)2

\E(x, y, t) = atan2(Ev(x, y, t), Eh(x, y, t))



Attention map and saliency map
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Analyses: fixations at saccade landing points vs. 
baseline
• Goal: show that feature distributions at saccade landing points and 
at random points differ, specifically along coherent motion 
dimensions

• Procedure: 
- motion features and saliency computed for every fixation in a 
subset (4 subjects*sequence)

- features for the same scanpaths collected on a different movie 
(shuffled scanpaths -> baseline respecting the central bias) 

- 10-bins histogram of the features compared

• Comparison measures: Kullback-Leibler Divergence and AUC, 
grounded in the Information Theory domain 
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Vertical Feature KL AUC
✓ = 60� 0.0099 0.5429
✓ = 30� 0.0202 0.5488
✓ = 180� 0.0193 0.5403
✓ = 150� 0.0590 0.5477
✓ = 120� 0.0154 0.5446
✓ = 90� 0.0300 0.5387

Performance according to filter orientations  
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Horizontal Feature KL AUC
✓ = 60� 0.0184 0.5394
✓ = 30� 0.0522 0.5627
✓ = 180� 0.0434 0.5529
✓ = 150� 0.0306 0.5502
✓ = 120� 0.0565 0.5345
✓ = 90� 0.1823 0.5288

p ≪ 0.001



Performance according to filter frequency
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AUC=0.545
KL=0.0105

AUC=0.552
KL=0.0253

AUC=0.550
KL=0.0411

AUC=0.548
KL=0.0235

AUC=0.547
KL=0.0077

AUC=0.554
KL=0.0213

p ≪ 0.001

Horizontal features Vertical features

f=0.0938 c/pix

f=0.1875 c/pix

f=0.3750 c/pix



Feature KL AUC

Motion Saliency 0.0623 0.5927

Saliency scores

15p ≪ 0.001



Conclusions and future work
• Preliminary results suggest coherent motion energy features 
(especially fast motion), flickering and middle/high features as good 
predictors of attention

• A more extensive study will allow to select the best features for a 
robust segmentation of scenes according to their spatiotemporal 
content as a pre-attentive step in an object-based saliency model

• Thank your for your attention!
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